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ABSTRACT

Reinforcement learning with verifiable rewards (RLVR) has become a powerful
paradigm for improving reasoning in large language models (LLMs). However,
increasing aggregate success probability does not necessarily imply broad cov-
erage over distinct correct reasoning modes. We show that, under the common
binary-reward setting, even idealized KL-regularized policy improvement can ex-
hibit prior locking, whereby the allocation among correct reasoning modes re-
mains tied to initialization and limits coverage. To overcome this limitation,
we propose Prior-Corrected RLVR (PC-RLVR), which dynamically rebalances
inherited probability allocation; its oracle dynamics converge to the coverage-
optimal uniform allocation over correct modes. To bridge the gap between the
mode-level oracle and practical LLM training, we develop a historical-reference-
based response-level prior correction with bounded weights, yielding a more sta-
ble practical realization under limited rollout budgets. We further derive a finite-
time stationarity bound separating structural approximation residuals from con-
trollable optimization and historical-reference estimation errors, with the con-
trollable terms decaying as O(T−2/5). Experiments on mathematical reasoning
benchmarks show improved Avg@64 and Pass@64, together with stronger log-
likelihood gains for initially lower-prior correct responses, providing complemen-
tary evidence consistent with broader coverage of successful responses.

1 INTRODUCTION

Recent advances in mathematical and code reasoning have made reinforcement learning with veri-
fiable rewards (RLVR) a central paradigm for post-training large language models (LLMs), where
solution quality can be automatically verified (Shao et al., 2024; Wen et al., 2026; Jin et al., 2026).
Methods based on Group Relative Policy Optimization (GRPO) and its variants have delivered sub-
stantial gains in reasoning performance (Guo et al., 2025; Yu et al., 2025), yet improvements in
Pass@1 do not always translate into comparable gains at larger sampling budgets (Karan & Du,
2026; Li et al., 2026a). This distinction matters because many reasoning problems admit multiple
valid solution strategies: improving aggregate success probability does not necessarily imply broad
coverage of successful reasoning. We abstract these strategies as latent reasoning modes and study
how RLVR allocates probability among correct modes under binary feedback. This allocation deter-
mines whether probability mass is concentrated on a few correct modes or distributed more broadly
across them.

Empirical studies have reported reduced output diversity or weaker large-budget sampling gains dur-
ing RLVR, motivating methods based on entropy- or exploration-preserving mechanisms, modified
policy anchors, and probability-aware reweighting (Yu et al., 2025; Liang et al., 2026; Cui et al.,
2025; Lee et al., 2026; He et al., 2025; Li et al., 2026b; Plyusov et al., 2026). Recent theoretical
analyses further highlight the distinction between aggregate success amplification and probability
allocation among correct modes. Mroueh (2026) characterizes the amplification of aggregate suc-
cess under binary-reward RLVR, while Rate or Fate? (Rad et al., 2026) shows that competition
among correct modes can drive concentration. These findings suggest that binary-reward RLVR can
substantially reshape the output distribution, but leave a more specific issue unresolved: how the re-
sulting allocation among correct modes depends on the initial policy, whether this dependence itself
limits coverage, and, if so, how it can be broken.
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In this work, we show that this dependence can be exact. Under idealized KL-regularized policy
improvement, the relative allocation among correct modes remains tied to initialization even as their
aggregate probability increases, a phenomenon we call prior locking. Thus, an initially imbalanced
allocation can persist throughout optimization and limit mode-level coverage. To break this depen-
dence, we introduce Prior-Corrected RLVR (PC-RLVR), which dynamically modulates mode-wise
update strengths according to the evolving allocation. In the oracle setting, we prove that the prior-
corrected dynamics break prior locking and converge to the coverage-optimal uniform allocation
over correct modes.

The oracle formulation relies on latent mode information that is unavailable in practical LLM train-
ing. We therefore develop a historical-reference-based response-level prior correction with bounded
weights as the practical realization of PC-RLVR. Built from historical rollouts, this reference yields
a more stable response-level correction under limited rollout budgets without increasing the current
sampling cost. We further derive a finite-time stationarity bound separating structural approximation
residuals from controllable optimization and historical-reference estimation errors, with the control-
lable terms decaying as O(T−2/5).

We evaluate PC-RLVR on mathematical reasoning benchmarks against GRPO and closely related
RLVR methods. PC-RLVR improves both mean Avg@64 and mean Pass@64, with stronger im-
provements in Pass@64. Moreover, initially lower-prior correct responses receive greater per-token
log-likelihood gains under PC-RLVR relative to GRPO. Together, these results provide complemen-
tary evidence consistent with broader coverage of successful responses.

Our main contributions are:

• We characterize prior locking under idealized KL-regularized policy improvement, showing that
the relative allocation among correct modes remains tied to initialization, while prior-corrected
oracle dynamics converge to the coverage-optimal uniform allocation.

• We propose PC-RLVR, a historical-reference-based response-level realization of prior correction,
and derive a finite-time stationarity bound separating structural approximation residuals from con-
trollable optimization and historical-reference estimation errors.

• Experiments on mathematical benchmarks show stronger gains under broader sampling and prior-
dependent log-likelihood gains, consistent with broader coverage of successful responses.

2 RELATED WORK

RLVR dynamics and probability allocation. Recent work has begun to characterize the opti-
mization dynamics underlying RLVR. Mroueh (2026) derives KL-regularized binary-reward RLVR
dynamics and characterizes the amplification of aggregate success probability. Rate or Fate? (Rad
et al., 2026) studies GRPO-style softmax policy-gradient dynamics and identifies winner-take-all
behavior arising from competition among correct modes. Our work complements these analyses by
identifying a distinct form of initialization dependence: under KL-regularized binary-reward pol-
icy improvement, the relative allocation among correct modes can remain tied to the initial policy,
which we term prior locking. The idealized update underlying our analysis is closely related to
classical relative-entropy-regularized and mirror-descent policy improvement (Abdolmaleki et al.,
2018; Geist et al., 2019; Tomar et al., 2022).

Coverage-oriented and probability-aware RLVR. Recent work has explored several ways to
mitigate probability concentration and improve reasoning coverage in RLVR. One line reshapes
the learning signal using response likelihood, model confidence, group success statistics, or reward
sign (He et al., 2025; Li et al., 2026b; Plyusov et al., 2026; Zhu et al., 2025). Another line increases
rollout budgets to expose the policy to a wider range of candidate behaviors (Hou et al., 2025; Hu
et al., 2026). A complementary direction modifies the reference distribution used for KL regular-
ization: either by periodically refreshing the reference policy or by reshaping the anchor toward
underexplored reasoning regions (Liu et al., 2025; Lee et al., 2026). PC-RLVR instead introduces
response-level prior correction to counteract probability imbalance inherited from the initial policy.

Optimization refinements in GRPO-style RLVR. Recent studies have revisited the optimization
mechanics of GRPO through asymmetric clipping, response-level optimization, constrained objec-
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tives, or importance-ratio correction (Yu et al., 2025; Zheng et al., 2025; Li et al., 2025; Wang et al.,
2025a). These methods primarily refine the policy optimization procedure, whereas PC-RLVR fo-
cuses on how binary feedback shapes the allocation among correct modes.

3 PRIOR LOCKING AND PRIOR CORRECTION

3.1 PRIOR LOCKING UNDER BINARY FEEDBACK

We begin with an idealized mode-level view that isolates the allocation induced by binary feedback
from policy parameterization and sampling noise. Fix a problem x and suppress dependence on x in
the notation. LetM = {1, . . . ,M} denote latent reasoning modes and C : Y →M map responses
to modes. Each mode has a binary reward rm ∈ {0, 1}, and we denote the set of correct modes by
C+ := {m : rm = 1}, with K := |C+| ≥ 1. For policy πθ, let qθ(m) := PrY∼πθ(·|x)(C(Y ) = m)
and qt := qθt . Under binary feedback, all correct modes are equally valued; accordingly, we take the
uniform allocation q⋆(m) = K−11{m ∈ C+} as the coverage-optimal target. At the mode level,
we consider the following KL-regularized policy improvement step:

qt+1 = argmax
q∈∆(M)

Em∼q[rm]− 1

η
KL(q∥qt), η > 0. (1)

However, under binary feedback, this update can increase the probability of the correct set without
changing the relative allocation among correct modes, a phenomenon we call prior locking.
Theorem 3.1 (Prior locking). More generally, replace the reward signal rm in equation 1 at itera-
tion t by at for m ∈ C+ and bt otherwise. Suppose q0(C+) > 0 and at > bt for all t. Then

qT (m | C+) = q0(m | C+), m ∈ C+, T ≥ 0. (2)
Additionally, if

∑∞
t=0(at − bt) =∞, then qT (M\ C+)→ 0.

Theorem 3.1 shows that the conditional distribution over correct modes remains fixed at initializa-
tion, even as probability shifts toward the correct set. For binary rewards, at = 1 and bt = 0; hence,
unless q0(· | C+) is already uniform, the dynamics cannot reach q⋆. This raises the question of how
to break this initialization dependence and reshape the allocation among correct modes.

A natural approach is to flatten the policy distribution through entropy regularization. The following
result shows how entropy changes the relative allocation among correct modes.
Proposition 3.2 (Entropy reshapes mode allocation). Suppose q0(m) > 0 for all m ∈ M, and let
κH := (1+ ηλH)

−1 ∈ (0, 1). For the entropy-regularized counterpart of equation 1, if the learning
signal takes a common value on all correct modes and another common value on all incorrect modes
at every iteration, then any two modes m,m′ with the same reward satisfy

log
qHT (m)

qHT (m
′)

= κTH log
q0(m)

q0(m′)
. (3)

Since κTH → 0, the probability ratio between any two modes with the same reward converges to one
rather than remaining fixed at its initial value. Entropy therefore breaks prior locking. However, this
rebalancing is not reward-selective: the same flattening effect also acts on incorrect modes and can
retain nonzero asymptotic mass on them; see Proposition B.1 in Appendix. As a result, entropy alone
does not guarantee convergence to q⋆. This motivates a correction mechanism that dynamically
modulates mode-wise update strengths according to both reward information and current allocation,
with the goal of reaching the coverage-optimal allocation.

3.2 PRIOR-CORRECTED OPTIMIZATION

To overcome prior locking while avoiding the limitations of entropy regularization, we introduce
a prior-corrected KL-regularized policy improvement step. Let ϕ : (0, 1] → (0,∞) be positive,
continuous, and strictly decreasing. For time-varying reward signals at and bt assigned to correct
and incorrect modes, respectively, the oracle prior-corrected policy improvement step is

q̄t+1 = argmax
p∈∆(M)

at
∑

m∈C+

p(m)ϕ(q̄t(m)) + bt
∑

m/∈C+

p(m)ϕ(q̄t(m))− 1

η
KL(p∥q̄t), q̄0 = q0.

(4)

3
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(b) Mode-level dynamics

Figure 1: Controlled mode-level updates under time-varying reward signals. (a) Correct- and
incorrect-mode signals at and bt. (b) Evolution of correct-set probability mass, correct-mode allo-
cation error, and distance to q⋆ under standard KL-regularized policy improvement, entropy regu-
larization, and prior correction.

Equation 4 couples reward feedback with the current allocation multiplicatively. The reward signal
determines the direction of the update, while ϕ(q̄t(m)) modulates its strength according to the cur-
rent allocation. For correct modes, since ϕ is decreasing, the positive reinforcement weakens as a
mode accumulates probability, allowing the correct-mode allocation to progressively rebalance. For
incorrect modes, btϕ(q̄t(m)) remains non-positive under the conditions below. Since ϕ is positive,
it modulates only the magnitude of this non-positive signal without reversing its direction. Together,
the update rebalances the allocation within the correct set while shifting probability mass away from
incorrect modes. Under the conditions below, the resulting iterates converge to the coverage-optimal
allocation q⋆, as formalized in the following theorem.
Theorem 3.3 (Convergence of mode-level prior correction). Suppose ϕ is continuously differen-
tiable with ϕ′(u) < 0 and q0(m) > 0 for all m ∈ C+. Let ρ0 := minm∈C+ q0(m) and Lϕ :=
maxu∈[ρ0,1]{−uϕ′(u)}. If 0 < at ≤ amax, bt ≤ 0,

∑∞
t=0 at =∞, and 0 < η < 1/(amaxLϕ), then

q̄t → q⋆.

The theorem includes binary feedback as the special case at = 1 and bt = 0, showing that the prior-
corrected dynamics break the initialization dependence identified in Theorem 3.1 and converge to
the coverage-optimal allocation.
Remark 3.4 (Allocation under heterogeneous rewards). If modes with positive rewards carry het-
erogeneous scores rm, an interior optimum q† satisfies rmϕ(q†(m)) = λ for every active positive-
reward mode. Hence, the correction does not enforce uniformity under heterogeneous scores: modes
with larger rewards receive more probability mass, whereas modes with equal positive rewards re-
ceive equal allocation. Uniform coverage is recovered as the special case in which all positive-
reward modes are equally valued.
To illustrate the distinction between success amplification and correct-mode allocation, we consider
a deterministic problem with 20 modes, four of which are correct. We initialize the correct-mode
conditional allocation to be highly nonuniform. We apply time-varying reward signals and compare
the exact mode-level updates induced by standard KL-regularized policy improvement, entropy reg-
ularization, and prior correction.

As shown in Figure 1, standard KL-regularized policy improvement rapidly increases the total prob-
ability assigned to correct modes, but its internal allocation remains unchanged, illustrating prior
locking. Entropy regularization progressively reduces this imbalance, but retains non-negligible
mass on incorrect modes because its flattening effect is not reward-selective. Prior correction instead
drives incorrect mass toward zero and rebalances the correct modes, moving the distribution toward
q⋆. Complete settings and correct-mode probability trajectories are provided in Appendix D.1.

4 PRACTICAL PRIOR-CORRECTED RLVR

4.1 RESPONSE-LEVEL PRIOR CORRECTION WITH HISTORICAL REFERENCE

The oracle construction in Section 3.2 relies on the current allocation qt(m) of latent reasoning
modes, which is unavailable in practical RLVR. We therefore seek an observable response-level

4
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realization of prior correction. For a response y belonging to modem, write πt(y | x) = qt(m)ρt(y |
x,m). Its response surprisal decomposes as

St(y) := − log πt(y | x) = log
1

qt(m)︸ ︷︷ ︸
mode-allocation term

+

H(y)∑
j=1

− log ρt(yj | x, y<j ,m)︸ ︷︷ ︸
within-mode term

, (5)

whereH(y) is the response length. Thus, response surprisal provides an observable starting point for
the practical correction, while inevitably mixing mode allocation with response-specific likelihood
variation.

Directly mapping raw surprisal to a correction weight, however, would make the effective correction
strength depend strongly on its scale. Its typical level grows with response length, while its fluctua-
tion scale varies with both length and the evolving policy. A fixed reweighting rule would therefore
implicitly change the effective modulation strength as these response-level statistics evolve, inject-
ing unintended variability into the policy update. We instead standardize response surprisal relative
to policy-level reference statistics.

For a fixed problem x, let ℓt,j(Y ) := − log πt(Yj | x, Y<j), and define the policy-level mean token
surprisal µt := Et[H(Y )−1

∑
j ℓt,j(Y )], and dispersion vt := Et[H(Y )−1

∑
j(ℓt,j(Y ) − µt)

2],
where Et is taken over Y ∼ πt(· | x). We then define

Zt(y) :=
St(y)−H(y)µt√

H(y)vt
. (6)

Centering removes the typicalO(H(y)) accumulation of token surprisal, while scaling by
√
H(y)vt

keeps the remaining fluctuation O(1) under weak token dependence. This places the response-level
statistic on a controlled scale for a fixed correction map.

This defines the ideal population-level response statistic. The remaining practical question is how
to construct its reference statistics (µt, vt) reliably from finite rollouts. Estimating (µt, vt) from
the current rollout group makes the resulting correction sensitive to group composition, especially
under limited rollout budgets. Fortunately, KL-regularized policy improvement and GRPO-style
clipped optimization both favor local policy updates, making recent completed rollouts informative
about the evolving reference statistics. We therefore construct the reference from historical rollouts,
trading statistical stability against staleness without increasing the current sampling budget.

At round t, the historical state (µ̂t, v̂t) is fixed before the current rollout group, and we compute

Ẑt(y) :=
St(y)−H(y)µ̂t√

H(y)v̂t
. (7)

After completing the round and obtaining (µ̃t, ṽt), we update the historical reference via ξ̂t+1 =

(1− β)ξ̂t + βξ̃t for ξ ∈ {µ, v}. The coefficient β controls the resulting stability–staleness tradeoff:
smaller β increases historical smoothing, while larger β tracks the evolving policy more closely. A
finite-window variant is deferred to Appendix B.4.

Finally, we map the historical-reference statistic to a bounded correction weight,

ω̂t(y) := 1 +
2τ

π
arctan

(
γẐt(y)

)
, 0 < τ < 1. (8)

The monotone, bounded map is centered at one, preserves the ordering induced by Ẑt, and limits the
influence of extreme response-level statistics. Section 4.2 characterizes both the error introduced by
the historical reference and the remaining gap between the response-level correction and the oracle
mode-level update. We treat γ as fixed in theory and adapt it online in practice.

Conservative application in practical RLVR. In practical GRPO-style optimization, the correc-
tion weight multiplies the group-relative advantage At(Y ), yielding the update signal At(Y )ω̃t(Y ).
Since ω̂t(Y ) > 1 whenever Ẑt(Y ) > 0, applying the full correction to a response with At(Y ) < 0
would further increase the magnitude of its negative update. This behavior is appropriate when

5
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the response-level statistic faithfully reflects the intended mode-level correction, but can be overly
aggressive when it is partly driven by within-mode response variation. We therefore attenuate the
correction only on this branch:

ω̃t(Y ) =

{
1 + κ

(
ω̂t(Y )− 1

)
, At(Y ) < 0, Ẑt(Y ) > 0,

ω̂t(Y ), otherwise,
κ ∈ [0, 1]. (9)

Thus, κ = 1 recovers the symmetric correction, whereas κ = 0 disables prior correction on this
potentially over-suppressive branch while leaving all other cases unchanged.

In implementation, the historical statistics (µ̂t, v̂t) are maintained from completed rollout batches
pooled across prompts, providing a policy-level historical reference without increasing the current
rollout-group size. The complete training procedure, including the historical-statistic updates and
conservative weighting rule, is summarized in Appendix C.1. The analysis below concerns the
underlying correction ω̂t, while equation 9 is its GRPO-specific practical instantiation.

4.2 APPROXIMATION ANALYSIS OF RESPONSE-LEVEL PRIOR CORRECTION

We now analyze the gap introduced when the oracle mode-level correction in Section 3.2 is trans-
lated into stochastic response-level policy updates. The gap separates into structural approximation
residuals and controllable errors arising from stochastic optimization and historical-reference esti-
mation.

Response-level approximation of the oracle update. We condition on a fixed problem x. Be-
cause the verifier evaluates sampled responses rather than latent modes, we associate mode m with
the oracle reward rm := supρ∈Pm

EY∼ρ(·|x,m)[R(Y )], the best expected verification value achiev-
able within that mode. Here Pm denotes an admissible family of within-mode response distri-
butions. This recovers the binary mode reward used in Section 3.1 when verification is mode-
consistent, while allowing responses within the same mode to receive different observed rewards.
Let ψt(y) := ∇θ log πt(y | x). For any correction ϕ in Section 3.2, the oracle gradient admits the
equivalent mode-level and response-level representations

g⋆t :=
∑

m∈M
rmqt(m)ϕ(qt(m))∇θ log qt(m) = Et

[
rm(Y )ϕ

(
qt(m(Y ))

)
ψt(Y )

]
. (10)

This identity places the oracle update in the same response-space form as practical policy optimiza-
tion. Relative to this oracle representation, the response-level update analyzed below makes two
substitutions: rm(Y ) is replaced by R(Y ), while ϕ(qt(m(Y ))) is replaced by ω̂t(Y ). Accordingly,
define the correction-weight mismatch

Et :=
∑

m∈M
Eρt(·|x,m)

[(
ω̂t(Y )

ϕ(qt(m))
− 1

)2
]
, (11)

and the reward mismatch δrt,ϕ := Et

[
ϕ(qt(m(Y )))

(
R(Y )− rm(Y )

)
ψt(Y )

]
. The following result

shows how these two substitutions propagate to the oracle stationarity error.
Theorem 4.1 (Stationarity under response-level approximation). Suppose Assumptions A.2, A.6,
A.7 hold. For an optimization horizon of T update rounds, let N ≥ 2 denote the rollout-group size.
If 0 < α ≤ min

{
1/(L(1− 1/N)), 3/

(
8L( 14 (1− 1/N) + Q

NM2 )
)}

, then

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤ O

(
∆ϕ,0

αT
+
G2 +M2σ2

M

1

T

T−1∑
t=0

EEt +
1

T

T−1∑
t=0

E∥δrt,ϕ∥2 +
Lασ2Q

N

)
, (12)

where ∆ϕ,0 denotes the initial oracle-objective gap defined in the appendix, and L,G, σ, and Q are
constants specified in the assumptions.

The first and last terms are controllable through the optimization horizon, stepsize, and rollout-group
size: choosing αT → 0 with αTT →∞ makes both vanish. The reward mismatch is structural and
need not vanish because response-level verification need not coincide with the oracle mode reward.
The remaining correction-dependent term is Et, which we next decompose into a structural response-
to-mode residual and the additional error introduced by the historical reference.

6
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Decomposing the correction mismatch. The correction mismatch has two sources: a structural
response-to-mode mismatch and an additional error introduced by historical-reference estimation.
The structural mismatch persists even when the current-policy statistics (µt, vt) are known exactly,
since Zt(Y ) remains response dependent and need not coincide with a correction that depends only
on the mode allocation qt(m).

To align the oracle correction with the arctangent form used by our response-level correction,
we specialize the oracle correction in Theorem 4.1 to ϕ = ϕc,d, where ϕc,d(q) := 1 +
2τ
π arctan(c log q−1 − d), for fixed c > 0 and d ∈ R. For a response y assigned to mode m,

define the response-to-mode residual εt(y,m) := γZt(y) − c log qt(m)−1 + d. This residual cap-
tures the structural discrepancy between the population response-level argument γZt(y) and the
mode-level oracle argument c log qt(m)−1 − d, and remains even when (µt, vt) are known exactly.
The analytical choice of (c, d) and the detailed decomposition of this residual are deferred to Ap-
pendix B.3. With the structural response-to-mode residual isolated, the remaining mismatch comes
from replacing (µt, vt) with the historical estimates (µ̂t, v̂t). The following result quantifies how
these two sources contribute to the correction mismatch Et.
Proposition 4.2 (Historical-reference correction error). Suppose Assumptions A.2, A.6, A.7, A.11,
and A.15 hold. Then there exists a constant C > 0 such that

EEt ≤ C

(
E
∑

m∈M
Eρt(·|x,m)

[
εt(Y,m)2

]
+ (1− β)2t + β

N
+
α2

β2

)
. (13)

The bound separates the structural response-to-mode residual from the additional error due to the
historical reference. The transient decays geometrically, while β/N captures estimation noise and
α2/β2 captures staleness as the policy evolves. Their opposing dependence on β captures the
stability–staleness tradeoff: a smaller β provides stronger historical smoothing but incurs greater
staleness, while a larger β tracks the evolving policy more closely at the cost of higher estimation
noise. Combining Proposition 4.2 with Theorem 4.1 yields the final guarantee for the response-level
prior correction.

Corollary 4.3 (Stationarity rate with historical-reference correction). Under the conditions of The-
orem 4.1 and Proposition 4.2, choosing αT = Θ(T−3/5) and βT = Θ(T−2/5) yields, for some
constant C > 0,

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
C

T

T−1∑
t=0

(
E
∑

m∈M
Eρt(·|x,m)

[
εt(Y,m)2

]
+ E∥δrt,ϕ∥2

)
+O(T−2/5). (14)

The controllable optimization and historical-reference estimation errors therefore decay as
O(T−2/5). When both structural terms—the response-to-mode residual and the reward mismatch—
vanish, the bound reduces to O(T−2/5); otherwise, their time-averaged contributions determine the
residual level of the oracle stationarity measure. All theoretical proofs and supporting lemmas are
deferred to Appendix A.

5 EXPERIMENTS

5.1 EXPERIMENTAL SETUP

Models and training data. We evaluate PC-RLVR on Qwen3-1.7B and Qwen3-4B (Yang et al.,
2025). All methods use the same 32K-problem subset of DeepMath (He et al., 2026) and the same
training budget; under our schedule, each run observes fewer than 10K training examples.

Baselines. We compare PC-RLVR with the base model, GRPO (Guo et al., 2025), DAPO (Yu
et al., 2025), GRPO with entropy regularization (GRPO+Entropy), and ProGRPO (Li et al., 2026b).
Across methods, we keep the backbone, training data, rollout budget, and evaluation protocol fixed
while retaining method-specific components and hyperparameters. Complete implementation de-
tails are provided in Appendix C.
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Table 1: Main results on mathematical reasoning benchmarks. We report both Avg@64 and
Pass@64. Mean denotes the unweighted average across the five benchmarks. Bold highlights PC-
RLVR when it achieves or ties the best result; otherwise, the best competing result is bolded. ∆
denotes the difference between PC-RLVR and the best non-base baseline in each column.

AIME24 AIME25 AIME26 OlympiadBench AMC23 Mean

Method Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64

Qwen3-1.7B-Base 13.1 52.1 9.0 42.5 8.8 26.7 44.5 80.0 46.5 95.0 24.4 59.3
GRPO 13.0 56.7 9.3 46.7 9.7 36.7 45.6 78.2 45.1 95.0 24.5 62.7
DAPO 22.4 60.0 16.4 50.0 13.3 43.3 55.0 79.4 60.0 95.0 33.4 65.5
GRPO+Entropy 21.1 60.0 16.7 50.0 12.8 43.3 54.7 80.6 58.4 97.5 32.7 66.3
ProGRPO 23.3 60.0 19.7 50.0 15.3 36.7 57.7 80.6 60.1 97.5 35.2 65.0
PC-RLVR (Ours) 26.8 63.3 18.9 60.0 15.9 46.7 57.3 82.6 63.4 97.5 36.5 70.0
∆ vs. best +3.5 +3.3 -0.8 +10.0 +0.6 +3.4 -0.4 +2.0 +3.3 0.0 +1.3 +3.7

Qwen3-4B-Base 21.1 56.7 17.9 53.3 16.2 50.0 57.6 84.1 67.3 97.5 36.0 68.3
GRPO 30.0 63.3 20.7 63.3 22.3 66.7 62.1 82.9 75.4 97.5 42.1 74.7
DAPO 38.5 76.7 29.7 70.0 32.8 63.3 67.4 87.1 82.2 97.5 50.1 78.9
GRPO+Entropy 38.0 73.3 31.0 73.3 30.6 66.7 67.8 84.7 82.9 97.5 50.1 79.1
ProGRPO 31.8 73.3 23.6 76.7 25.2 60.0 64.9 84.7 78.6 97.5 44.8 78.4
PC-RLVR (Ours) 39.5 80.0 29.1 76.7 34.2 70.0 67.8 86.5 83.0 97.5 50.7 82.1
∆ vs. best +1.0 +3.3 -1.9 0.0 +1.4 +3.3 0.0 -0.6 +0.1 0.0 +0.6 +3.0

Evaluation details. We evaluate mathematical reasoning on AIME 2024–2026 (Zhang & Team
Math-AI, 2024; 2025; 2026), AMC23 (Li et al., 2024), and OlympiadBench (He et al., 2024). We
report both Avg@64 and Pass@64 in the main results to characterize performance under broader
sampling. Avg@64 denotes the mean correctness across the 64 sampled responses per problem,
while Pass@64 measures whether at least one of the 64 sampled responses is correct.

5.2 MAIN RESULTS

Table 1 summarizes the main reasoning results. PC-RLVR achieves the best mean Avg@64 and
Pass@64 at both model scales. For Qwen3-1.7B, it improves over the respective best baselines by
1.3 and 3.7 percentage points in mean Avg@64 and Pass@64, respectively; for Qwen3-4B, the cor-
responding gains are 0.6 and 3.0 percentage points. On Qwen3-1.7B, PC-RLVR achieves the best
or tied-best Pass@64 on all five benchmarks, and on Qwen3-4B it does so on four of the five bench-
marks. In contrast, the margins in Avg@64 are generally smaller and PC-RLVR is not uniformly
best on every individual benchmark. This pattern is aligned with the intended rebalancing effect of
prior correction: reducing concentration on already favored successful responses can make a broader
set of successful responses accessible under repeated sampling. The larger gains in Pass@64 than
in Avg@64 are therefore consistent with broader coverage of successful responses.

Representative Pass@k curves over k ∈ {1, 2, 4, 8, 16, 32, 64} are provided in Appendix D.2. On
Qwen3-1.7B, the advantage persists across multiple sampling budgets and becomes especially pro-
nounced at larger k on AIME25.

5.3 PRIOR-DEPENDENT LOG-LIKELIHOOD GAIN

Our mode-level analysis identifies the uniform allocation q⋆ over correct modes as coverage-optimal.
Moving from an initially imbalanced allocation toward q⋆ requires larger relative gains for underrep-
resented successful behaviors and smaller gains for those already favored by the initial policy. Since
latent mode probabilities are not directly observable, we test this implication at the response level.
For each prompt, we rank correct responses by their average token surprisal under the frozen base
policy and partition them into high-, medium-, and low-prior groups. We then measure the relative
per-token log-likelihood gain of PC-RLVR over GRPO. Figure 2 shows a consistent prior-dependent
trend across AIME24–26 and OlympiadBench: responses with lower initial prior receive larger rel-
ative log-likelihood gains, with the low-prior group attaining the largest mean gain in each case.
Moreover, the low-prior group receives a larger gain than the high-prior group on 88.9%, 76.9%,
100%, and 95.3% of eligible prompts, respectively. This pattern is consistent with the rebalancing
effect predicted by prior correction: relative to GRPO, PC-RLVR produces larger average per-token
log-likelihood gains for successful responses that are less favored by the initial policy. Complete
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Figure 2: Prior-dependent log-likelihood gain of PC-RLVR relative to GRPO on Qwen3-1.7B.
Left: prompt-averaged relative per-token log-likelihood gain across prior groups. Right: fraction
of eligible prompts for which the low-prior group receives a larger gain than the high-prior group;
the dashed line marks 50%. Error bars show 95% bootstrap confidence intervals over prompts.

definitions and diagnostics are provided in Appendix D.3. A complementary analysis of the final
successful-response distribution under the initial-policy prior is given in Appendix D.4.

5.4 ABLATIONS AND SENSITIVITY ANALYSIS

We examine the main design choices and parameter sensitivity of PC-RLVR on Qwen3-4B.

Ablations. We evaluate controlled ablations on Qwen3-4B using τ = 0.2 and report Avg@64
and Pass@64 across all five benchmarks, with full results and details in Appendix D.5. We first
disable the correction weights while retaining the same asymmetric clipping range as PC-RLVR,
thereby isolating prior correction from the clipping change. We then replace the bounded arctangent
transformation with a slope-matched linear correction while keeping the remaining components
unchanged. Removing prior correction reduces the mean Avg@64 and Pass@64 from 50.9/81.4
to 46.5/80.1, while the linear variant obtains 46.2/78.9. These results show that the gains are not
explained by asymmetric clipping alone, and that prior correction also benefits from bounding the
correction magnitude rather than applying an unrestricted linear transformation.

Sensitivity analysis. We study β, κ, and τ on Qwen3-4B by monitoring Pass@1 every 10 training
steps on AIME24 and AIME25; full curves are provided in Appendix D.6. With τ = 0.2 and
κ = 0, β = 0.7 gives the strongest overall trajectory among β ∈ {0.5, 0.7, 0.9}, consistent with β
controlling the balance between historical averaging and adaptation to policy changes. At (β, τ) =
(0.7, 0.2), the κ = 0 trajectory also remains above the symmetric κ = 1 setting over most of training,
supporting attenuation of the potentially over-suppressive branch in equation 9. We additionally
compare τ ∈ {0.2, 0.5} at (β, κ) = (0.7, 0); the τ = 0.5 run yields stronger broader-sampling
performance at its selected checkpoint and is used for the Qwen3-4B main configuration.

6 CONCLUSION AND DISCUSSION

We identify prior locking as a structural limitation of binary-reward RLVR: aggregate success prob-
ability can increase while the relative allocation among correct reasoning modes remains tied to
initialization. We introduce prior correction and show that, under KL-regularized policy improve-
ment, the oracle mode-level dynamics converge to the coverage-optimal uniform allocation over
correct modes. For practical LLM training, PC-RLVR uses a historical-reference-based response-
level correction with bounded weights. Our analysis separates structural approximation residuals
from controllable optimization and historical-reference estimation errors, while experiments show
improved Avg@64 and Pass@64 together with prior-dependent log-likelihood gains consistent with
broader coverage of successful responses. Limitations and future directions are discussed in Ap-
pendix E.
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AI USE STATEMENT

We used generative AI tools to assist with the development and refinement of theoretical arguments,
formulation and checking of mathematical claims and proofs, feedback on research methodology
and experimental design, and implementation and code development. We also used generative AI
tools for language editing, improving the readability and organization of the manuscript, literature
and reference checking, and formatting assistance.

All AI-assisted mathematical arguments were reviewed and verified by the authors. AI-assisted code
was reviewed and tested by the authors before being used in our experiments. Experimental results
reported in the paper were obtained from our own implementations and experimental pipeline, and
all AI-assisted interpretations were checked against the underlying results. The authors reviewed all
AI-assisted text, claims, code, and artifacts and take responsibility for the final content of this work.

REPRODUCIBILITY STATEMENT

We provide complete proofs of the theoretical results in the appendix. The experimental setup, base-
line implementations, training and evaluation protocols, and hyperparameters are also documented
in the appendix. These details are intended to support reproduction of both the theoretical analysis
and the empirical results. Source code for reproducing the experiments is provided as anonymous
supplementary material.
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A PROOFS OF MAIN THEORETICAL RESULTS

A.1 PROOF OF THEOREM 3.1

Proof. At iteration t, the KL-regularized update in equation 1 has the closed-form solution

qt+1(m) =
qt(m) exp

(
ηrt(m)

)∑
m′∈M qt(m′) exp

(
ηrt(m′)

) , rt(m) =

{
at, m ∈ C+,
bt, m /∈ C+. (15)

For any m ∈ C+, equation 15 gives

qt+1(m | C+) =
qt(m) exp(ηat)

qt(C+) exp(ηat)
= qt(m | C+). (16)

Iterating over t therefore yields

qT (m | C+) = q0(m | C+), m ∈ C+, (17)

which proves the prior-locking property.

It remains to track the total probability mass assigned to the correct set. Let pt := qt(C+). Summing
equation 15 over m ∈ C+ gives

pt+1 =
pt exp(ηat)

pt exp(ηat) + (1− pt) exp(ηbt)
. (18)

If p0 = 1, then qT (M \ C+) = 0 for every T , so the second claim is immediate. Otherwise,
p0 ∈ (0, 1), and equation 18 implies

pt+1

1− pt+1
=

pt
1− pt

exp
(
η(at − bt)

)
. (19)

Applying this recursion over t = 0, . . . , T − 1 gives

pT
1− pT

=
p0

1− p0
exp

(
η

T−1∑
t=0

(at − bt)

)
. (20)
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Hence, if
∑∞

t=0(at − bt) =∞, the right-hand side diverges and pT → 1. Equivalently,

qT (M\ C+) = 1− pT −→ 0. (21)

Thus, the update can drive all probability mass toward the correct set without changing the relative
allocation among correct modes. Together, these establish both claims of Theorem 3.1.

A.2 PROOF OF PROPOSITION 3.2

We consider the entropy-regularized counterpart of equation 1,

qHt+1 = argmax
q∈∆(M)

{
Em∼q[rt(m)]− 1

η
KL
(
q ∥ qHt

)
+ λHH(q)

}
, λH > 0, (22)

whereH(q) := −
∑

m∈M q(m) log q(m), qH0 = q0.

Proof. The optimality condition of equation 22 gives

qHt+1(m) =

(
qHt (m)

)κH
exp
(
ηκHrt(m)

)∑
m′∈M

(
qHt (m

′)
)κH

exp
(
ηκHrt(m′)

) , κH =
1

1 + ηλH
∈ (0, 1). (23)

Since q0(m) > 0 for every m ∈M, equation 23 implies qHt (m) > 0 for all t.

Now consider any two modesm,m′ receiving the same reward value. At every iteration they receive
the same learning signal, i.e., rt(m) = rt(m

′), whether this common value is at or bt. Taking the
log-ratio in equation 23 therefore gives

log
qHt+1(m)

qHt+1(m
′)

= κH log
qHt (m)

qHt (m
′)

+ ηκH
(
rt(m)− rt(m′)

)
= κH log

qHt (m)

qHt (m
′)
. (24)

Iterating this recursion from t = 0 to T − 1 yields

log
qHT (m)

qHT (m
′)

= κTH log
q0(m)

q0(m′)
, (25)

which proves Proposition 3.2. Since κH ∈ (0, 1), the log-ratio converges to zero as T → ∞,
and hence qHT (m)/qHT (m

′) → 1. Thus, entropy regularization progressively contracts the relative
allocation imbalance among modes receiving the same reward.

A.3 PROOF OF THEOREM 3.3

We first record the closed-form oracle update and establish two properties used in the convergence
proof: preservation of the correct-mode ordering and a uniform lower bound on correct-mode prob-
abilities.

Closed-form oracle update. The KL-regularized update in equation 4 has the closed-form solu-
tion

q̄t+1(m) =



q̄t(m) exp(ηatϕ(q̄t(m)))

Zt
, m ∈ C+,

q̄t(m) exp(ηbtϕ(q̄t(m)))

Zt
, m /∈ C+, q̄t(m) > 0,

0, m /∈ C+, q̄t(m) = 0,

(26)

where Zt is the corresponding normalizing constant over the support of q̄t. The last case reflects the
support-preserving property of the KL term and avoids requiring ϕ(0) to be defined.
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Order preservation and correct-mode interiority. We next make explicit the quantities appear-
ing in the step-size condition of Theorem 3.3. Recall that

ρ0 := min
m∈C+

q0(m) = min
m∈C+

q̄0(m) > 0, (27)

where ρ0 is the smallest initial probability assigned to a correct mode. Over the interval [ρ0, 1],
define

Lϕ := max
u∈[ρ0,1]

{−uϕ′(u)} . (28)

Since ϕ is continuously differentiable and ρ0 > 0, Lϕ < ∞. The quantity Lϕ bounds the scaled
derivative−uϕ′(u) that appears when differentiating the unnormalized update u exp(ηatϕ(u)). The
step-size condition η < 1/(amaxLϕ) therefore prevents the update from reversing the ordering of
correct-mode probabilities.

Lemma A.1 (Order preservation and correct-mode interiority). Under the conditions of The-
orem 3.3, the ordering of the correct-mode probabilities is preserved. In particular, for any
m,m′ ∈ C+,

q̄t(m) ≤ q̄t(m′) =⇒ q̄t+1(m) ≤ q̄t+1(m
′). (29)

Moreover, the minimum probability among correct modes is nondecreasing:

min
m∈C+

q̄t+1(m) ≥ min
m∈C+

q̄t(m). (30)

Consequently, the initial lower bound ρ0 is preserved along the entire oracle trajectory,

q̄t(m) ≥ ρ0, m ∈ C+, t ≥ 0. (31)

Proof. We proceed by induction. Suppose that, at iteration t, all correct-mode probabilities lie in
[ρ0, 1], which holds at t = 0 by the definition of ρ0. For a correct-mode probability u ∈ [ρ0, 1], its
unnormalized update in equation 26 is u exp(ηatϕ(u)), whose derivative satisfies

d

du

[
u exp

(
ηatϕ(u)

)]
= exp

(
ηatϕ(u)

)
[1 + ηatuϕ

′(u)]

≥ exp
(
ηatϕ(u)

)
[1− ηamaxLϕ] > 0. (32)

Thus, the unnormalized update of a correct-mode probability is strictly increasing on [ρ0, 1]. Since
all correct-mode probabilities share the same normalizing constant Zt, this monotonicity preserves
their ordering, which proves equation 29.

Now let mt ∈ C+ be a correct mode with minimum probability at iteration t. Since ϕ is decreasing,
mt has the largest multiplicative factor among all correct modes. Moreover, every supported incor-
rect mode has multiplicative factor at most one because bt ≤ 0 and ϕ > 0, whereas the factor of mt

is strictly larger than one because at > 0. Hence, the multiplicative factor of mt is maximal over
the support of q̄t. Since Zt is the q̄t-weighted average of these factors,

Zt ≤ exp
(
ηatϕ(q̄t(mt))

)
. (33)

Therefore,

q̄t+1(mt) =
q̄t(mt) exp

(
ηatϕ(q̄t(mt))

)
Zt

≥ q̄t(mt). (34)

By order preservation, mt remains a minimum-probability correct mode after the update. Hence,
equation 30 holds. Iterating this inequality gives q̄t(m) ≥ ρ0 for every m ∈ C+ and t ≥ 0, which
also closes the induction.

Completion of the proof. Having established order preservation and the uniform lower bound on
correct-mode probabilities, we now prove convergence to q⋆.

Proof of Theorem 3.3. By Lemma A.1, the ordering of the correct-mode probabilities is preserved
and q̄t(m) ≥ ρ0 > 0 for every m ∈ C+ and t ≥ 0. We prove convergence in two steps.

15



810
811
812
813
814
815
816
817
818
819
820
821
822
823
824
825
826
827
828
829
830
831
832
833
834
835
836
837
838
839
840
841
842
843
844
845
846
847
848
849
850
851
852
853
854
855
856
857
858
859
860
861
862
863

Under review as a conference paper at ICLR 2027

Vanishing probability on incorrect modes. Fix any correct mode i ∈ C+ and any incorrect
mode j /∈ C+. If q̄0(j) = 0, the support-preserving property of the KL-regularized update implies
q̄t(j) = 0 for all t. It therefore suffices to consider q̄0(j) > 0.

From equation 26,

log
q̄t+1(i)

q̄t+1(j)
= log

q̄t(i)

q̄t(j)
+ η

[
atϕ
(
q̄t(i)

)
− btϕ

(
q̄t(j)

)]
. (35)

Since bt ≤ 0, ϕ > 0, and ϕ is decreasing,

atϕ
(
q̄t(i)

)
− btϕ

(
q̄t(j)

)
≥ atϕ

(
q̄t(i)

)
≥ atϕ(1).

Hence,

log
q̄t+1(i)

q̄t+1(j)
≥ log

q̄t(i)

q̄t(j)
+ ηatϕ(1). (36)

Iterating from t = 0 to T − 1 gives

log
q̄T (i)

q̄T (j)
≥ log

q̄0(i)

q̄0(j)
+ ηϕ(1)

T−1∑
t=0

at. (37)

Because
∑∞

t=0 at =∞, the right-hand side diverges, so

q̄T (j)

q̄T (i)
−→ 0. (38)

Since q̄T (i) ≤ 1, this implies q̄T (j)→ 0. As the mode set is finite,

q̄T (M\ C+) −→ 0, (39)

and therefore
q̄T (C+) −→ 1. (40)

Equalization among correct modes. If K = 1, equation 40 already implies q̄T → q⋆. Suppose
therefore that K ≥ 2.

Let mmax,mmin ∈ C+ be correct modes with the largest and smallest initial probabilities, re-
spectively. By Lemma A.1, their ordering is preserved, so they remain maximum- and minimum-
probability correct modes at every iteration. From equation 26,

log
q̄t+1(mmax)

q̄t+1(mmin)
= log

q̄t(mmax)

q̄t(mmin)

+ ηat
[
ϕ
(
q̄t(mmax)

)
− ϕ

(
q̄t(mmin)

)]
. (41)

Since q̄t(mmax) ≥ q̄t(mmin) and ϕ is decreasing, the bracketed term is nonpositive. Therefore, the
extreme correct-mode log-ratio is nonincreasing. It is also nonnegative, and hence converges to a
finite nonnegative limit.

Suppose, for contradiction, that this limit is strictly positive. Then there exists δ > 0 such that, for
all sufficiently large t,

log
q̄t(mmax)

q̄t(mmin)
≥ δ. (42)

By Lemma A.1, both probabilities remain in [ρ0, 1]. Since ϕ is continuous and strictly decreasing,
compactness then implies the existence of a constant ϵ > 0 such that, for all sufficiently large t,

ϕ
(
q̄t(mmin)

)
− ϕ

(
q̄t(mmax)

)
≥ ϵ. (43)

Substituting this bound into equation 41 gives

log
q̄t+1(mmax)

q̄t+1(mmin)
≤ log

q̄t(mmax)

q̄t(mmin)
− ηatϵ (44)
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for all sufficiently large t. Summing from such an index T0 to T − 1 yields

log
q̄T (mmax)

q̄T (mmin)
≤ log

q̄T0
(mmax)

q̄T0(mmin)
− ηϵ

T−1∑
t=T0

at. (45)

Since
∑∞

t=0 at = ∞, the right-hand side becomes negative for sufficiently large T , contradicting
the nonnegativity of the log-ratio. Hence,

q̄t(mmax)

q̄t(mmin)
−→ 1. (46)

Finally, because mmin and mmax remain the extreme correct modes,

q̄t(mmin) ≤
q̄t(C+)
K

≤ q̄t(mmax). (47)

By equation 40, the middle term converges to 1/K. Moreover, equation 46 implies

q̄t(mmax)− q̄t(mmin) −→ 0. (48)

Therefore,

q̄t(mmin) −→
1

K
, q̄t(mmax) −→

1

K
. (49)

Every correct-mode probability lies between these two extremes, so

q̄t(m) −→ 1

K
, m ∈ C+. (50)

A.4 MODE-LEVEL STATIONARITY UNDER APPROXIMATE CORRECTION

The preceding analysis studies the idealized mode-level dynamics in which the distribution qt is
updated directly. We now turn to the parameterized stochastic-optimization setting needed to ana-
lyze practical RLVR training, where the policy is represented by θ and updated from finite rollout
samples. Our goal is to characterize how approximating the oracle correction affects stationarity of
the corresponding mode-level objective.

As an intermediate step, we first consider the simpler setting in which the latent mode identity and
mode reward are directly available, while the oracle correction ϕ(qt(m)) is replaced by an estimated
mode-level weight ωt(m). This removes the structural response-to-mode and reward mismatches
and isolates the effect of correction-weight error. The response-level analysis below then extends
this argument by incorporating the two additional sources of mismatch.

Define the primitive of the correction function by

Φ(u) :=

∫ u

0

ϕ(v) dv. (51)

and assume that Φ is finite on [0, 1]. The corresponding mode-level oracle objective is

Fϕ(θ) :=
∑

m∈M
rmΦ

(
qθ(m)

)
. (52)

Its gradient at θt is

g⋆t := ∇θFϕ(θt) =
∑

m∈M
rmqt(m)ϕ(qt(m))∇θ log qt(m). (53)

Let Ft denote the training history before the round-t samples are drawn, and write

Et[·] := E[· | Ft].

Throughout this subsection and the response-level analysis below, Et denotes conditional expecta-
tion over the fresh round-t sampling given Ft.

17
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Let ωt(m) > 0 be anFt-measurable estimate of ϕ(qt(m)), and assume qt(m) > 0 for everym ∈M
over the rounds under consideration. For conditionally i.i.d. mode samples mt,1, . . . ,mt,N ∼ qt,
define

ĝmode
t :=

1

N

N∑
i=1

rmt,i
ωt(mt,i)∇θ log qt(mt,i), θt+1 = θt + αĝmode

t . (54)

The corresponding mode-level correction mismatch is

Eωt,mode :=
∑

m∈M

(
ωt(m)

ϕ(qt(m))
− 1

)2

. (55)

Here rm denotes the fixed oracle mode reward used in the response-level analysis, rather than the
time-varying signals at and bt considered in Section 3.
Assumption A.2 (Oracle-objective smoothness and boundedness). For every round under consid-
eration, Fϕ is L-smooth along the line segment between θt and θt+1, and

Fmax
ϕ := sup

θ
Fϕ(θ) <∞. (56)

Moreover, there exists G <∞ such that

∥g⋆t ∥2 ≤ G2 (57)

for all t.

For later use, define the contribution of mode m to the oracle gradient by

g⋆t (m) := rmqt(m)ϕ(qt(m))∇θ log qt(m), g⋆t =
∑

m∈M
g⋆t (m). (58)

Assumption A.3 (Bounded mode-gradient dispersion). There exists σ2
mode <∞ such that∥∥∥∥g⋆t (m)− 1

M
g⋆t

∥∥∥∥2 ≤ σ2
mode (59)

for every m ∈M and every round under consideration.
Assumption A.4 (Bounded correction-weight second moment). There existsQmode <∞ such that,
almost surely, ∑

m∈M

ωt(m)2

qt(m)ϕ(qt(m))2
≤ Qmode (60)

for every round under consideration.

Assumption A.2 provides the smoothness and bounded-improvement conditions needed for the one-
step progress and telescoping argument. Assumption A.3 controls the variation of individual mode
contributions around their average contribution, while Assumption A.4 bounds the variance ampli-
fication induced by mode sampling and estimated correction weights.
Lemma A.5 (Mode-level stationarity under approximate correction). Suppose Assumptions A.2–A.4
hold and N ≥ 2. If 0 < α ≤ min

{
1/(L(1− 1/N)), 3/(8L( 14 (1− 1/N) + Qmode

NM2 ))
}

, then

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
8∆ϕ,0

3αT
+

8
(
G2 +M2σ2

mode

)
3M

1

T

T−1∑
t=0

EEωt,mode +
8Lασ2

modeQmode

3N
, (61)

where ∆ϕ,0 := Fmax
ϕ − Fϕ(θ0).

Proof. Define the conditional mean of the approximate mode-level estimator by

gωt := Et

[
ĝmode
t

]
=
∑

m∈M
qt(m)rmωt(m)∇θ log qt(m). (62)

We first control the conditional second moment and the bias of this estimator, and then apply the
smoothness of Fϕ.
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Estimator second moment. Since ĝmode
t is the average of N conditionally i.i.d. mode-sample

contributions,

Et

∥∥ĝmode
t

∥∥2 =
1

N

∑
m∈M

qt(m) ∥rmωt(m)∇θ log qt(m)∥2 +
(
1− 1

N

)
∥gωt ∥2. (63)

By equation 58,∑
m∈M

qt(m) ∥rmωt(m)∇θ log qt(m)∥2 =
∑

m∈M

ωt(m)2

qt(m)ϕ(qt(m))2
∥g⋆t (m)∥2 . (64)

Assumption A.3 gives

∥g⋆t (m)∥2 ≤ 2σ2
mode +

2

M2
∥g⋆t ∥2. (65)

Combining this inequality with Assumption A.4 yields

Et

∥∥ĝmode
t

∥∥2 ≤ 2Qmode

N

(
σ2
mode +

1

M2
∥g⋆t ∥2

)
+

(
1− 1

N

)
∥gωt ∥2. (66)

Bias from approximate correction. Using equation 58,

gωt − g⋆t =
∑

m∈M

(
ωt(m)

ϕ(qt(m))
− 1

)
g⋆t (m). (67)

Cauchy–Schwarz therefore gives

∥gωt − g⋆t ∥2 ≤ Eωt,mode

∑
m∈M

∥g⋆t (m)∥2. (68)

Since
∑

m g⋆t (m) = g⋆t ,∑
m∈M

∥g⋆t (m)∥2 =
∑

m∈M

∥∥∥∥g⋆t (m)− 1

M
g⋆t

∥∥∥∥2 + 1

M
∥g⋆t ∥2

≤Mσ2
mode +

1

M
∥g⋆t ∥2. (69)

Using ∥g⋆t ∥2 ≤ G2, we obtain

∥gωt − g⋆t ∥2 ≤
G2 +M2σ2

mode

M
Eωt,mode. (70)

One-step ascent. By the L-smoothness of Fϕ along the update segment and equation 66,
Et[Fϕ(θt+1)]− Fϕ(θt)

≥ α ⟨g⋆t , gωt ⟩ −
Lα2

2

(
1− 1

N

)
∥gωt ∥2 −

Lα2Qmode

N

(
σ2
mode +

1

M2
∥g⋆t ∥2

)
. (71)

Using 2 ⟨g⋆t , gωt ⟩ = ∥g⋆t ∥2 + ∥gωt ∥2 − ∥gωt − g⋆t ∥2, we obtain
Et[Fϕ(θt+1)]− Fϕ(θt)

≥ α

2
∥g⋆t ∥2 −

α

2
∥gωt − g⋆t ∥2 +

α

2

[
1− Lα

(
1− 1

N

)]
∥gωt ∥2

− Lα2Qmode

N

(
σ2
mode +

1

M2
∥g⋆t ∥2

)
(a)

≥ α

(
3

4
− Lα

(
1

4

(
1− 1

N

)
+
Qmode

NM2

))
∥g⋆t ∥2

− α∥gωt − g⋆t ∥2 −
Lα2σ2

modeQmode

N
(b)

≥ 3α

8
∥g⋆t ∥2 − α∥gωt − g⋆t ∥2 −

Lα2σ2
modeQmode

N
(c)

≥ 3α

8
∥g⋆t ∥2 − α

G2 +M2σ2
mode

M
Eωt,mode −

Lα2σ2
modeQmode

N
. (72)
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Here, (a) uses ∥gωt ∥2 ≥ 1
2∥g

⋆
t ∥2 − ∥gωt − g⋆t ∥2, together with α ≤ 1/[L(1− 1/N)], which ensures

1−Lα(1− 1/N) ∈ [0, 1]. Inequality (b) follows from α ≤ 3/
(
8L
(

1
4 (1− 1/N) + Qmode

NM2

))
, and

(c) applies the bias bound in equation 70.

Telescoping. Taking total expectation and summing equation 72 from t = 0 to T − 1 gives

3α

8

T−1∑
t=0

E∥g⋆t ∥2 ≤ EFϕ(θT )− Fϕ(θ0) + α
G2 +M2σ2

mode

M

T−1∑
t=0

EEωt,mode

+
Lα2Tσ2

modeQmode

N
. (73)

Using EFϕ(θT ) ≤ Fmax
ϕ and ∆ϕ,0 = Fmax

ϕ − Fϕ(θ0), then dividing by 3αT/8, gives

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
8∆ϕ,0

3αT
+

8
(
G2 +M2σ2

mode

)
3M

1

T

T−1∑
t=0

EEωt,mode +
8Lασ2

modeQmode

3N
, (74)

which is equation 61.

A.5 PROOF OF THEOREM 4.1

We first introduce the response-level representation of the oracle gradient and the approximation
terms used in the proof.

Response-level setup. Fix a problem instance x and suppose that the response space admits a
fixed partition

Y =
⋃

m∈M
Ym, Ym ∩ Ym′ = ∅ (m ̸= m′). (75)

For y ∈ Ym, write
πt(y | x) = qt(m)ρt(y | x,m). (76)

where ρt(· | x,m) denotes the conditional response distribution within mode m. We assume
qt(m) > 0 for every m ∈ M over the rounds under consideration, so that the relative correction
terms below are well defined.

Assume |R(y)| ≤ Rmax. For each mode m, let Pm be a fixed admissible family containing ρt(· |
x,m) for all rounds under consideration, and define

rm := sup
ρ∈Pm

Eρ(·|x,m)[R(Y )]. (77)

The current within-mode expected reward is

r̄t(m) := Eρt(·|x,m)[R(Y )], (78)

so r̄t(m) ≤ rm. The reward function, admissible families {Pm}, and oracle mode rewards {rm} are
independent of θ. Conditionally on Ft, a fresh response is distributed as Y ∼ πt(· | x), equivalently
by first sampling m ∼ qt and then Y ∼ ρt(· | x,m). Thus, Et averages over the current-round
response sampling, whereas unsubscripted E additionally averages over the randomness of the pre-
ceding training trajectory.

Response representation of the oracle gradient. For a fixed response y, define

ψt(y) := ∇θ log πt(y | x).

For y ∈ Ym, the factorization πt(y | x) = qt(m)ρt(y | x,m) gives

ψt(y) = ∇θ log qt(m) +∇θ log ρt(y | x,m). (79)

Since the conditional score has zero mean,

Eρt(·|x,m) [∇θ log ρt(Y | x,m)] = 0,
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we have

Et

[
rm(Y )ϕ

(
qt(m(Y ))

)
ψt(Y )

]
=
∑

m∈M
qt(m)rmϕ(qt(m))Eρt(·|x,m) [ψt(Y )]

=
∑

m∈M
rmqt(m)ϕ(qt(m))∇θ log qt(m) = g⋆t . (80)

This establishes the response-level representation in equation 10.

Response-level approximation. Conditionally on Ft, let Yt,1, . . . , Yt,N
i.i.d.∼ πt(· | x) and define

ĝt :=
1

N

N∑
i=1

R(Yt,i)ωt(Yt,i)ψt(Yt,i). (81)

Using the response representation of g⋆t , the difference between the conditional mean of ĝt and the
oracle gradient decomposes as

Et[ĝt]− g⋆t = δωt,ϕ + δrt,ϕ, (82)
where

δωt,ϕ := Et [R(Y ) (ωt(Y )− ϕ(qt(m(Y ))))ψt(Y )] ,

δrt,ϕ := Et

[
ϕ(qt(m(Y )))

(
R(Y )− rm(Y )

)
ψt(Y )

]
. (83)

The first term captures the mismatch between the response-level correction and the oracle mode-
level correction, whereas the second collects the residual induced by replacing the oracle mode
reward rm(Y ) with the realized response reward R(Y ).

We quantify the correction mismatch by

Et :=
∑

m∈M
Eρt(·|x,m)

[(
ωt(Y )

ϕ(qt(m))
− 1

)2
]
. (84)

Assumption A.6 (Bounded response-gradient dispersion). There exists σ2 <∞ such that∥∥∥∥qt(m)ϕ(qt(m))R(y)ψt(y)−
1

M
g⋆t

∥∥∥∥2 ≤ σ2 (85)

for every t, every m ∈M, and ρt(· | x,m)-almost every y.

Unlike the mode-level case, an individual response-level gradient contribution need not average
exactly to g⋆t /M , because it contains the realized response reward R(y). The assumption therefore
controls both within-mode response variability and its deviation from the oracle-gradient scale.
Assumption A.7 (Bounded response-level correction-weight second moment). There existsQ <∞
such that, almost surely, ∑

m∈M

Eρt(·|x,m)

[
ωt(Y )2

]
qt(m)ϕ(qt(m))2

≤ Q (86)

for every round under consideration.

The first assumption controls the dispersion of individual response-level gradient contributions
around the oracle gradient, while the second bounds the second-moment amplification caused by
response sampling and correction reweighting. We next establish several auxiliary bounds before
completing the proof of Theorem 4.1.
Lemma A.8 (Response-level correction bias and second moment). Under Assumptions A.6 and A.7,∥∥δωt,ϕ∥∥2 ≤ 2

M

(
∥g⋆t ∥2 +M2σ2

)
Et. (87)

Moreover,

Et

[
∥R(Y )ωt(Y )ψt(Y )∥2

]
≤ 2Q

(
σ2 +

1

M2
∥g⋆t ∥2

)
. (88)
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Proof. We first bound the bias induced by the response-level correction. By the definition of δωt,ϕ,

δωt,ϕ =
∑

m∈M
qt(m)Eρt(·|x,m) [R(Y ) (ωt(Y )− ϕ(qt(m)))ψt(Y )]

=
∑

m∈M
Eρt(·|x,m)

[(
ωt(Y )

ϕ(qt(m))
− 1

)
qt(m)ϕ(qt(m))R(Y )ψt(Y )

]

=
1

M

( ∑
m∈M

Eρt(·|x,m)

[
ωt(Y )

ϕ(qt(m))
− 1

])
g⋆t

+
∑

m∈M
Eρt(·|x,m)

[(
ωt(Y )

ϕ(qt(m))
− 1

)(
qt(m)ϕ(qt(m))R(Y )ψt(Y )− 1

M
g⋆t

)]
. (89)

For the first term, Cauchy–Schwarz and Jensen’s inequality give∥∥∥∥∥ 1

M

[ ∑
m∈M

Eρt(·|x,m)

[
ωt(Y )

ϕ(qt(m))
− 1

]]
g⋆t

∥∥∥∥∥
2

≤ 1

M
∥g⋆t ∥2

∑
m∈M

Eρt(·|x,m)

[(
ωt(Y )

ϕ(qt(m))
− 1

)2
]

=
1

M
∥g⋆t ∥2Et. (90)

For the second term, Cauchy–Schwarz and Assumption A.6 yield∥∥∥∥∥ ∑
m∈M

Eρt(·|x,m)

[(
ωt(Y )

ϕ(qt(m))
− 1

)(
qt(m)ϕ(qt(m))R(Y )ψt(Y )− 1

M
g⋆t

)]∥∥∥∥∥
2

≤M
∑

m∈M
Eρt(·|x,m)

[(
ωt(Y )

ϕ(qt(m))
− 1

)2
]

· Eρt(·|x,m)

[∥∥∥∥qt(m)ϕ(qt(m))R(Y )ψt(Y )− 1

M
g⋆t

∥∥∥∥2
]

≤Mσ2Et. (91)

Applying ∥a+ b∥2 ≤ 2∥a∥2 + 2∥b∥2 to equation 89 and using equation 90 and equation 91 gives∥∥δωt,ϕ∥∥2 ≤ 2

M
∥g⋆t ∥2Et + 2Mσ2Et

=
2

M

(
∥g⋆t ∥2 +M2σ2

)
Et, (92)

which proves equation 87.

We next bound the second moment of a single response-level gradient sample. Conditioning on the
latent mode,

Et

[
∥R(Y )ωt(Y )ψt(Y )∥2

]
=
∑

m∈M
qt(m)Eρt(·|x,m)

[
ωt(Y )2R(Y )2∥ψt(Y )∥2

]
=
∑

m∈M

1

qt(m)ϕ(qt(m))2
Eρt(·|x,m)

[
ωt(Y )2 ∥qt(m)ϕ(qt(m))R(Y )ψt(Y )∥2

]
. (93)
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By Assumption A.6,

∥qt(m)ϕ(qt(m))R(Y )ψt(Y )∥2

≤ 2

∥∥∥∥qt(m)ϕ(qt(m))R(Y )ψt(Y )− 1

M
g⋆t

∥∥∥∥2 + 2

M2
∥g⋆t ∥2

≤ 2σ2 +
2

M2
∥g⋆t ∥2. (94)

Substituting this bound into equation 93 and applying Assumption A.7 yields

Et

[
∥R(Y )ωt(Y )ψt(Y )∥2

]
≤ 2

(
σ2 +

1

M2
∥g⋆t ∥2

) ∑
m∈M

Eρt(·|x,m)

[
ωt(Y )2

]
qt(m)ϕ(qt(m))2

≤ 2Q

(
σ2 +

1

M2
∥g⋆t ∥2

)
, (95)

which proves equation 88.

Completion of the proof. Having established the correction-bias and second-moment bounds, we
now combine them with the smoothness of Fϕ.

Proof. Recall that
θt+1 = θt + αĝt, (96)

and define the conditional mean
g̃t := Et[ĝt]. (97)

By equation 82,
g̃t − g⋆t = δωt,ϕ + δrt,ϕ. (98)

Conditional independence of the N sampled responses gives

Et∥ĝt∥2 =

(
1− 1

N

)
∥g̃t∥2

+
1

N
Et

[
∥R(Y )ωt(Y )ψt(Y )∥2

]
. (99)

Applying Lemma A.8 therefore yields

Et∥ĝt∥2 ≤
(
1− 1

N

)
∥g̃t∥2 +

2Q

N

(
σ2 +

1

M2
∥g⋆t ∥2

)
. (100)

By Assumption A.2, the L-smoothness of Fϕ along the update segment gives

Et[Fϕ(θt+1)]− Fϕ(θt)

≥ α ⟨g⋆t , g̃t⟩ −
Lα2

2
Et∥ĝt∥2

≥ α ⟨g⋆t , g̃t⟩ −
Lα2

2

(
1− 1

N

)
∥g̃t∥2 −

Lα2Q

N

(
σ2 +

1

M2
∥g⋆t ∥2

)
=
α

2
∥g⋆t ∥2 −

α

2
∥g̃t − g⋆t ∥2 +

α

2

(
1− Lα

(
1− 1

N

))
∥g̃t∥2 −

Lα2Q

N

(
σ2 +

1

M2
∥g⋆t ∥2

)
(a)

≥ α

(
3

4
− Lα

(
1

4

(
1− 1

N

)
+

Q

NM2

))
∥g⋆t ∥2 − α∥g̃t − g⋆t ∥2 −

Lα2σ2Q

N

(b)

≥ 3α

8
∥g⋆t ∥2 − α∥g̃t − g⋆t ∥2 −

Lα2σ2Q

N
. (101)

Here, (a) uses ∥g̃t∥2 ≥ 1
2∥g

⋆
t ∥2 − ∥g̃t − g⋆t ∥2 together with α ≤ 1/(L(1 − 1/N)), which ensures

1− Lα(1− 1/N) ∈ [0, 1]. Inequality (b) follows from α ≤ 3/
(
8L
(
1
4 (1− 1/N) +Q/(NM2)

))
.
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By equation 98 and Young’s inequality,

∥g̃t − g⋆t ∥2 ≤ 2∥δωt,ϕ∥2 + 2∥δrt,ϕ∥2

≤ 4

M

(
G2 +M2σ2

)
Et + 2∥δrt,ϕ∥2, (102)

where the second inequality follows from Lemma A.8 and ∥g⋆t ∥2 ≤ G2 from Assumption A.2.

Substituting equation 102 into equation 101 gives

Et[Fϕ(θt+1)]− Fϕ(θt) ≥
3α

8
∥g⋆t ∥2 −

4α

M

(
G2 +M2σ2

)
Et − 2α∥δrt,ϕ∥2 −

Lα2σ2Q

N
. (103)

Taking total expectation and summing equation 103 over t = 0, . . . , T − 1 yields

3α

8

T−1∑
t=0

E∥g⋆t ∥2 ≤ EFϕ(θT )− Fϕ(θ0) +
4α

M

(
G2 +M2σ2

) T−1∑
t=0

EEt

+ 2α

T−1∑
t=0

E∥δrt,ϕ∥2 +
Lα2Tσ2Q

N
. (104)

Since EFϕ(θT ) ≤ Fmax
ϕ and ∆ϕ,0 = Fmax

ϕ − Fϕ(θ0), dividing by 3αT/8 gives

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
8∆ϕ,0

3αT
+

32
(
G2 +M2σ2

)
3M

1

T

T−1∑
t=0

EEt +
16

3

1

T

T−1∑
t=0

E∥δrt,ϕ∥2 +
8Lασ2Q

3N
,

(105)

which proves Theorem 4.1.

A.6 PROPERTIES OF THE OBSERVABLE BOUNDED CORRECTION

Theorem 4.1 is stated for a generic response-level correction ωt and depends on the correction
mismatch Et and a uniform correction-weight second-moment bound Q. We now specialize to
ωt = ω̂t and ϕ = ϕc,d, the bounded arctangent correction used in the main text.

To separate historical estimation error, let ω̄t(y) := 1+ 2τ
π arctan(γZt(y)) denote the same bounded

correction constructed from the population statistic Zt(y). By construction,

1− τ < ω̄t(y), ω̂t(y), ϕc,d(q) < 1 + τ. (106)

Moreover, the 1-Lipschitz property of arctan gives

|ω̂t(y)− ω̄t(y)| ≤
2τγ

π

∣∣∣Ẑt(y)− Zt(y)
∣∣∣ . (107)

Decomposition of the correction mismatch. Recall the response-to-mode residual εt(y,m) in-
troduced in the main text. It is the difference between the population response-level argument
γZt(y) and the mode-level oracle argument c log qt(m)−1− d before the bounded arctangent trans-
formation. Hence, the mismatch between the response-level correction ω̂t and the mode-level oracle
correction ϕc,d has two sources: the response-to-mode residual εt and the additional estimation error
Ẑt − Zt induced by the historical reference.
Lemma A.9 (Observable correction mismatch). For every round t,

Et ≤
8τ2

π2(1− τ)2
∑

m∈M
Eρt(·|x,m)

[
εt(Y,m)2 + γ2

(
Ẑt(Y )− Zt(Y )

)2]
. (108)

Proof. For Y ∈ Ym, the definition of εt(Y,m) and the 1-Lipschitz property of arctan imply∣∣∣∣ ω̄t(Y )

ϕc,d(qt(m))
− 1

∣∣∣∣ ≤ 2τ

π(1− τ)
|εt(Y,m)| . (109)
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Moreover, by equation 106 and equation 107,

|ω̂t(Y )− ω̄t(Y )|
ϕc,d(qt(m))

≤ 2τγ

π(1− τ)

∣∣∣Ẑt(Y )− Zt(Y )
∣∣∣ . (110)

Hence, using (u+ v)2 ≤ 2u2 + 2v2,(
ω̂t(Y )

ϕc,d(qt(m))
− 1

)2

≤ 8τ2

π2(1− τ)2

(
εt(Y,m)2 + γ2

(
Ẑt(Y )− Zt(Y )

)2)
. (111)

Taking the within-mode expectation and summing over m ∈M proves the result.

Uniform correction-weight second moment. The preceding lemma controls the correction mis-
match Et. We next verify the uniform second-moment condition on the correction weights required
by Theorem 4.1.

Lemma A.10 (Uniform second-moment bound for bounded corrections). Suppose there exists q > 0
such that

qt(m) ≥ q, m ∈M, (112)

over the rounds under consideration. Then∑
m∈M

Eρt(·|x,m)

[
ω̂t(Y )2

]
qt(m)ϕc,d(qt(m))2

≤ M(1 + τ)2

q(1− τ)2
. (113)

Thus, Q =M(1 + τ)2/(q(1− τ)2) is a valid deterministic choice in Theorem 4.1.

Proof. By equation 106, ω̂t(Y ) ≤ 1 + τ and ϕc,d(q) ≥ 1− τ . Therefore,∑
m∈M

Eρt(·|x,m)[ω̂t(Y )2]

qt(m)ϕc,d(qt(m))2
≤ (1 + τ)2

(1− τ)2
∑

m∈M

1

qt(m)

≤ M(1 + τ)2

q(1− τ)2
, (114)

which proves the result.

It remains to control the historical estimation error Ẑt(Y )−Zt(Y ). The next subsection bounds this
term for the historical-reference estimator used in the practical correction.

A.7 PROOF OF PROPOSITION 4.2

We first establish the auxiliary bounds needed to control the error introduced by the historical-
reference statistics. Recall that µt and vt are the policy-level mean and per-token dispersion of
token surprisal used to standardize response surprisal. Since the policy evolves during training,
these population statistics also drift over time. We first control this drift, then construct conditionally
unbiased per-round estimates, and finally analyze the lagged EMA used in the practical method.

Assumption A.11 (Bounded surprisal and log-policy gradients). Along the parameter region un-
der consideration, the response distribution has common support and differentiation may be inter-
changed with expectation. Moreover, there exist finite constants Gs and ℓmax such that, for every
relevant θ, y, and j ≤ H(y),

∥∇θ log πθ(y | x)∥ ≤ Gs

1

H(y)

H(y)∑
j=1

∥∇θ log πθ(yj | x, y<j)∥ ≤ Gs

0 ≤ − log πθ(yj | x, y<j) ≤ ℓmax. (115)
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Lemma A.12 (Lipschitz continuity of population surprisal statistics). Under Assumption A.11,

|µ(θ′)− µ(θ)| ≤ Lµ∥θ′ − θ∥,
|v(θ′)− v(θ)| ≤ Lv∥θ′ − θ∥, (116)

where
Lµ = Gs(ℓmax + 1), Lv = Gs

(
ℓ2max + 2ℓmax

)
.

Proof. By the definition of the population mean token surprisal,

∇θµ(θ) = Eπθ

 1

H(Y )

H(Y )∑
j=1

− log πθ(Yj | x, Y<j)

∇θ log πθ(Y | x)


− Eπθ

 1

H(Y )

H(Y )∑
j=1

∇θ log πθ(Yj | x, Y<j)

 . (117)

Assumption A.11 therefore gives

∥∇θµ(θ)∥ ≤ Gsℓmax +Gs = Lµ. (118)

For the dispersion,

∇θv(θ) = Eπθ

 1

H(Y )

H(Y )∑
j=1

(− log πθ(Yj | x, Y<j)− µ(θ))2∇θ log πθ(Y | x)


− 2Eπθ

 1

H(Y )

H(Y )∑
j=1

(− log πθ(Yj | x, Y<j)− µ(θ))∇θ log πθ(Yj | x, Y<j)


− 2Eπθ

 1

H(Y )

H(Y )∑
j=1

(− log πθ(Yj | x, Y<j)− µ(θ))

∇θµ(θ). (119)

The last term vanishes because the expectation inside it is zero by the definition of µ(θ). Moreover,
0 ≤ µ(θ) ≤ ℓmax, and hence

|− log πθ(Yj | x, Y<j)− µ(θ)| ≤ ℓmax.

Applying Assumption A.11 to the remaining terms yields

∥∇θv(θ)∥ ≤ Gsℓ
2
max + 2Gsℓmax = Lv. (120)

The mean-value theorem proves equation 116.

This Lipschitz property allows us to control the round-to-round changes in µt and vt through the
parameter update θt+1 − θt.

Population-statistic drift across policy updates. For ξ ∈ {µ, v}, let Lξ denote the corresponding
Lipschitz constant in Lemma A.12. By Jensen’s inequality, Lemma A.8, and ∥g⋆t ∥2 ≤ G2 from
Assumption A.2,

Et ∥ĝt∥2 ≤ 2Q

(
G2

M2
+ σ2

)
. (121)

Since θt+1 = θt + αĝt, Lemma A.12 implies

∥ξt+1 − ξt∥L2
≤ Lξα

√
2Q

(
G2

M2
+ σ2

)
. (122)

Here, ∥X∥L2
:= (E|X|2)1/2 denotes the L2 norm of a scalar random variable X .

With the target drift controlled, we next construct unbiased round-wise observations of µt and vt.
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Per-round statistic estimates. Conditionally on Ft, let Yt,1, . . . , Yt,N be the N independently
sampled responses at round t. Define

µ̃t :=
1

N

N∑
i=1

1

H(Yt,i)

H(Yt,i)∑
j=1

− log πt(Yt,i,j | x, Yt,i,<j). (123)

For N ≥ 2, define

ṽt :=
1

N

N∑
i=1

1

H(Yt,i)

H(Yt,i)∑
j=1

[− log πt(Yt,i,j | x, Yt,i,<j)]
2

− 1

N(N − 1)

∑
i̸=k

 1

H(Yt,i)

H(Yt,i)∑
j=1

− log πt(Yt,i,j | x, Yt,i,<j)


·

 1

H(Yt,k)

H(Yt,k)∑
j=1

− log πt(Yt,k,j | x, Yt,k,<j)

 . (124)

Lemma A.13 (Per-round estimation error). Under Assumption A.11, the estimates in equation 123
and equation 124 are conditionally unbiased:

E[µ̃t | Ft] = µt, E[ṽt | Ft] = vt. (125)

Moreover, there exist finite constants σ2
µ and σ2

v such that

E
[
(ξ̃t − ξt)2 | Ft

]
≤
σ2
ξ

N
, ξ ∈ {µ, v}. (126)

Consequently, ξ̃t − ξt is a martingale difference with respect to the training filtration.

Proof. The conditional unbiasedness of µ̃t follows directly from the definition of µt and the condi-
tional i.i.d. sampling.

For the dispersion,

vt = Et

 1

H(Y )

H(Y )∑
j=1

[− log πt(Yj | x, Y<j)]
2

− µ2
t . (127)

For i ̸= k, conditional independence gives

E

[ 1

H(Yt,i)

H(Yt,i)∑
j=1

− log πt(Yt,i,j | x, Yt,i,<j)


·

 1

H(Yt,k)

H(Yt,k)∑
j=1

− log πt(Yt,k,j | x, Yt,k,<j)

 ∣∣∣∣∣ Ft

]
= µ2

t . (128)

Substituting this identity into equation 124 proves E[ṽt | Ft] = vt.

Finally, the response-level quantities in equation 123 and equation 124 are uniformly bounded un-
der Assumption A.11. The mean estimator is an average of N conditionally independent bounded
response-level observations, while the second term of ṽt is a bounded second-order U-statistic. Stan-
dard conditional variance bounds therefore give equation 126.

These per-round estimates provide the observations for the lagged EMA. The next lemma bounds
its tracking error due to sampling noise and population-statistic drift.

Lemma A.14 (Lagged-EMA historical-reference tracking error). For ξ ∈ {µ, v}, let ξ̌t denote the
corresponding historical state before any projection:

ξ̌t :=

{
µ̂t, ξ = µ,

v̄t, ξ = v.
(129)
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After the round-t gradient has been formed, update

ξ̌t+1 = (1− β)ξ̌t + βξ̃t, 0 < β ≤ 1. (130)

Then

E
[
(ξ̌t − ξt)2

]
≤ 3(1− β)2tE

[
(ξ̌0 − ξ0)2

]
+

3βσ2
ξ

N(2− β)
+

6L2
ξQα

2

β2

(
G2

M2
+ σ2

)
. (131)

Moreover,

1

T

T−1∑
t=0

E
[
(ξ̌t − ξt)2

]
≤ 3E[(ξ̌0 − ξ0)2][1− (1− β)2T ]

Tβ(2− β)
+

3βσ2
ξ

N(2− β)
+

6L2
ξQα

2

β2

(
G2

M2
+ σ2

)
.

(132)

Proof. Let
et := ξ̌t − ξt.

Using equation 130,
et+1 = (1− β)et + β(ξ̃t − ξt) + (ξt − ξt+1). (133)

Unrolling the recursion gives

et = (1− β)te0 + β

t−1∑
s=0

(1− β)t−1−s(ξ̃s − ξs) +
t−1∑
s=0

(1− β)t−1−s(ξs − ξs+1). (134)

By Lemma A.13, the estimation errors form a martingale-difference sequence. Therefore,∥∥∥∥∥β
t−1∑
s=0

(1− β)t−1−s(ξ̃s − ξs)

∥∥∥∥∥
2

L2

≤
β2σ2

ξ

N

t−1∑
j=0

(1− β)2j ≤
βσ2

ξ

N(2− β)
. (135)

For the drift component, equation 122 and Minkowski’s inequality give∥∥∥∥∥
t−1∑
s=0

(1− β)t−1−s(ξs − ξs+1)

∥∥∥∥∥
L2

≤ Lξα

√
2Q

(
G2

M2
+ σ2

) t−1∑
j=0

(1− β)j ≤ Lξα

β

√
2Q

(
G2

M2
+ σ2

)
. (136)

Combining the three terms in equation 134 and using (a + b + c)2 ≤ 3(a2 + b2 + c2) proves
equation 131.

Finally,
T−1∑
t=0

(1− β)2t = 1− (1− β)2T

β(2− β)
, (137)

which gives equation 132.

The preceding result controls the estimation errors of the historical mean and dispersion statistics.
To translate these bounds into an error bound for the standardized response score, we additionally
control the quantities entering the standardization.

Assumption A.15 (Bounds for response standardization). There exist finite constants Hmax, RS ,
and 0 < vmin < vmax <∞ such that, for all relevant responses and rounds,

1 ≤ H(Y ) ≤ Hmax,

vmin ≤ vt ≤ vmax,

|St(Y )−H(Y )µt| ≤ RS . (138)
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The per-round estimator ṽt and its unprojected historical state v̄t need not remain positive at finite
sample size. Therefore, when constructing the standardized response score, we use

v̂t = Π[vmin,vmax](v̄t). (139)

Since vt ∈ [vmin, vmax] under Assumption A.15, nonexpansiveness of Euclidean projection gives

E
[
(v̂t − vt)2

]
≤ E

[
(v̄t − vt)2

]
. (140)

Thus, Lemma A.14 also controls the projected variance used in the standardized score.

Error propagation through response standardization. We next propagate the estimation errors
in the historical mean and dispersion through the response-standardization map to bound Ẑt − Zt.
Lemma A.16 (Historical-reference error in the response-level statistic). Under Assumption A.15,
for every m ∈M,

EEρt(·|x,m)

[
|Ẑt(Y )− Zt(Y )|2

]
≤ 2Hmax

vmin
E
[
(µ̂t − µt)

2
]
+

R2
S

2v3min

E
[
(v̂t − vt)2

]
. (141)

Proof. Direct subtraction gives

Ẑt(Y )− Zt(Y ) = − H(Y )(µ̂t − µt)√
H(Y )v̂t

+ (St(Y )−H(Y )µt)

(
1√

H(Y )v̂t
− 1√

H(Y )vt

)
.

(142)

The coefficient of µ̂t − µt is bounded by
√
Hmax/vmin. Moreover,∣∣∣∣ 1√

Hv̂t
− 1√

Hvt

∣∣∣∣ = |v̂t − vt|√
H
√
v̂t
√
vt(
√
v̂t +

√
vt)
≤ |v̂t − vt|

2v
3/2
min

. (143)

Applying (a+b)2 ≤ 2a2+2b2 and equation 138, followed by expectation, proves equation 141.

Completion of the proof.

Proof. By Lemma A.9, Lemma A.16, Lemma A.14, and equation 140,

E Et
(a)

≤ 8τ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)

(
εt(Y,m)2

)
+

8τ2γ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)

[
|Ẑt(Y )− Zt(Y )|2

]
(b)

≤ 8τ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)

[
εt(Y,m)2

]
+

8τ2γ2M

π2(1− τ)2

(
2Hmax

vmin
E(µ̂t − µt)

2 +
R2

S

2v3min

E(v̂t − vt)2
)

(c)

≤ 8τ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)

[
εt(Y,m)2

]
+

24τ2γ2M

π2(1− τ)2
(1− β)2t

(
2Hmax

vmin
E(µ̂0 − µ0)

2 +
R2

S

2v3min

E(v̄0 − v0)2
)

+
24τ2γ2M

π2(1− τ)2
β

N(2− β)

(
2Hmax

vmin
σ2
µ +

R2
S

2v3min

σ2
v

)
+

48τ2γ2MQα2

π2(1− τ)2β2

(
G2

M2
+ σ2

)(
2Hmax

vmin
L2
µ +

R2
S

2v3min

L2
v

)
(d)

≤ C

(
E
∑

m∈M
Eρt(·|x,m)

[
εt(Y,m)2

]
+ (1− β)2t + β

N
+
α2

β2

)
. (144)
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Here, (a) follows from Lemma A.9; (b) applies Lemma A.16 to each mode; (c) uses Lemma A.14
together with equation 140; and (d) uses (2 − β)−1 ≤ 1 for 0 < β ≤ 1 and absorbs all fixed
problem-dependent quantities into C.

One valid choice is

C := max

{
8τ2

π2(1− τ)2
,
24τ2γ2M

π2(1− τ)2

(
2Hmax

vmin
E(µ̂0 − µ0)

2 +
R2

S

2v3min

E(v̄0 − v0)2
)
,

24τ2γ2M

π2(1− τ)2

(
2Hmax

vmin
σ2
µ +

R2
S

2v3min

σ2
v

)
,

48τ2γ2MQ

π2(1− τ)2

(
G2

M2
+ σ2

)(
2Hmax

vmin
L2
µ +

R2
S

2v3min

L2
v

)}
, (145)

which is independent of t, T , α, β, and N . This proves Proposition 4.2.

A.8 PROOF OF COROLLARY 4.3

Proof. By Theorem 4.1, there exists a constant C0 > 0 such that

1

T

T−1∑
t=0

E ∥g⋆t ∥
2 ≤ C0

(
1

αT
+

1

T

T−1∑
t=0

EEt +
1

T

T−1∑
t=0

E
∥∥δrt,ϕ∥∥2 + α

N

)
. (146)

Applying Proposition 4.2 to Et gives

1

T

T−1∑
t=0

E ∥g⋆t ∥
2

≤ C0

(
1

αT
+
C1

T

T−1∑
t=0

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] + (1− β)2t + β

N
+
α2

β2

)

+
1

T

T−1∑
t=0

E
∥∥δrt,ϕ∥∥2 + α

N

)

≤ C

(
1

T

T−1∑
t=0

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] +
∥∥δrt,ϕ∥∥2

)
+

1

αT
+

1

T

T−1∑
t=0

(1− β)2t

+
β

N
+
α2

β2
+
α

N

)

≤ C

(
1

T

T−1∑
t=0

E
( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] +
∥∥δrt,ϕ∥∥2)+ 1

αT
+

1

Tβ
+
β

N
+
α2

β2
+
α

N

)
.

(147)

Here, the first inequality follows from Theorem 4.1 and the uniform correction-weight second-
moment bound established in Lemma A.10; the second inequality follows from Proposition 4.2, after
combining the resulting fixed constants into C; and the last inequality uses 1

T

∑T−1
t=0 (1 − β)2t =

1−(1−β)2T

Tβ(2−β) ≤
1
Tβ .

Now choose αT = Θ(T−3/5) and βT = Θ(T−2/5). For sufficiently large T , αT is sufficiently
small to satisfy the stepsize condition of Theorem 4.1, and 0 < βT ≤ 1. Under these choices, the
optimization and historical-tracking terms in equation 147 are dominated by O(T−2/5). Hence,

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
C

T

T−1∑
t=0

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] + ∥δrt,ϕ∥2
)

+O(T−2/5), (148)

which proves the claimed convergence rate.
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B ADDITIONAL THEORETICAL PROPERTIES AND EXTENSIONS

B.1 RESIDUAL INCORRECT-MODE MASS UNDER ENTROPY REGULARIZATION

Entropy regularization can mitigate prior concentration by encouraging exploration. However, since
it does not explicitly distinguish correct and incorrect modes, the exploration benefit may also pre-
serve non-negligible probability mass on incorrect modes. Under the same entropy-regularized up-
date analyzed in Proposition 3.2, we characterize the limiting residual mass on incorrect modes
under a bounded reward gap.
Proposition B.1 (Residual incorrect-mode mass under entropy regularization). Under the setting of
Proposition 3.2, suppose that at least one incorrect mode exists and that the reward gap is uniformly
bounded:

0 < at − bt ≤ ∆max <∞ for all t, (149)
Then

lim inf
T→∞

qHT
(
M\ C+

)
≥ M −K
M −K +K exp(∆max/λH)

> 0. (150)

If, in addition, at − bt → ∆∞, then

qHT
(
M\ C+

)
−→ M −K

M −K +K exp(∆∞/λH)
. (151)

Proof. Iterating the entropy-regularized update in equation 23 yields, for every m ∈M,

qHT (m) ∝ q0(m)κ
T
H exp

(
ηκH

T−1∑
s=0

κT−1−s
H rs(m)

)
. (152)

Because all correct modes receive as and all incorrect modes receive bs at round s, summing equa-
tion 152 over the two groups gives

qHT
(
M\ C+

)
=

∑
m/∈C+ q0(m)κ

T
H∑

m/∈C+ q0(m)κ
T
H + exp

(
ηκH

∑T−1
s=0 κ

T−1−s
H (as − bs)

)∑
m∈C+ q0(m)κ

T
H

.

(153)

Under equation 149,

ηκH

T−1∑
s=0

κT−1−s
H (as − bs) ≤ ηκH∆max

T−1∑
j=0

κjH ≤
ηκH

1− κH
∆max =

∆max

λH
, (154)

where the last equality follows from κH = (1 + ηλH)
−1.

Moreover, since q0(m) > 0 and κTH → 0,∑
m∈C+

q0(m)κ
T
H −→ K,

∑
m/∈C+

q0(m)κ
T
H −→M −K. (155)

Combining equation 153–equation 155 proves equation 150.

If at − bt → ∆∞, the geometrically discounted reward gap satisfies

ηκH

T−1∑
s=0

κT−1−s
H (as − bs) −→

∆∞

λH
. (156)

Substituting this limit into equation 153 together with equation 155 gives equation 151.

This result shows that entropy regularization alone cannot guarantee full concentration on correct
modes: although it reduces the dependence on the initial prior, a bounded reward gap limits the rela-
tive advantage of correct modes over incorrect modes, leaving a nonzero residual mass on incorrect
modes.

31



1674
1675
1676
1677
1678
1679
1680
1681
1682
1683
1684
1685
1686
1687
1688
1689
1690
1691
1692
1693
1694
1695
1696
1697
1698
1699
1700
1701
1702
1703
1704
1705
1706
1707
1708
1709
1710
1711
1712
1713
1714
1715
1716
1717
1718
1719
1720
1721
1722
1723
1724
1725
1726
1727

Under review as a conference paper at ICLR 2027

B.2 OPTIMIZATION INTERPRETATION AND COVERAGE PROPERTIES OF PRIOR CORRECTION

The previous analysis establishes the convergence of the oracle prior-corrected dynamics to the
uniform coverage-optimal allocation over correct modes. We next provide additional structural in-
terpretations of this result. Specifically, we characterize the optimization structure underlying the
oracle update, show that the induced objectives share the same coverage-optimal solution, and ex-
plain how the oracle update locally counteracts prior imbalance among correct modes.

To characterize the optimization structure underlying the oracle update, we identify an objective
whose coordinate-wise gradient coincides with the mode-wise update coefficient in equation 4. Re-
call the primitive Φ defined in equation 51, which satisfies Φ′(u) = ϕ(u). Since ϕ is positive,
continuous, and strictly decreasing, Φ is strictly increasing and strictly concave.

For the time-varying reward signals at and bt appearing in equation 4, define the following objective

fϕ,t(q) := at
∑

m∈C+

Φ(q(m)) + bt
∑

m/∈C+

Φ(q(m)). (157)

For every coordinate with positive probability,

∂fϕ,t(q)

∂q(m)
=

{
atϕ(q(m)), m ∈ C+,
btϕ(q(m)), m /∈ C+.

(158)

Hence, the oracle update in equation 4 is a KL-regularized first-order update obtained by linearizing
fϕ,t at the current allocation q̄t: the reward signal determines whether a mode is promoted or sup-
pressed, while the current mode allocation modulates the magnitude of the mode-wise coefficient
through ϕ(q(m)).

Although the reward signals determine the instantaneous update direction and may vary across it-
erations, this temporal variation does not alter the coverage target. We next show that all induced
objectives share the same unique coverage-optimal solution.
Proposition B.2 (Shared coverage-optimal solution). Suppose that at > 0 ≥ bt. Then, for every
iteration t, the coverage-optimal allocation q⋆ is the unique maximizer of fϕ,t over ∆(M).

Proof. We first show that a maximizer cannot assign positive probability to an incorrect mode.
Suppose that q ∈ ∆(M) satisfies q(j) > 0 for some j /∈ C+. Choose any m ∈ C+ and sufficiently
small ϵ ∈ (0, q(j)], and let qϵ = q + ϵem − ϵej . Then qϵ ∈ ∆(M) and

fϕ,t(q
ϵ)− fϕ,t(q) = at

[
Φ
(
q(m) + ϵ

)
− Φ

(
q(m)

)]
+ bt

[
Φ
(
q(j)− ϵ

)
− Φ

(
q(j)

)]
. (159)

Since Φ is strictly increasing,
Φ
(
q(m) + ϵ

)
− Φ

(
q(m)

)
> 0, (160)

whereas
Φ
(
q(j)− ϵ

)
− Φ

(
q(j)

)
< 0. (161)

Because at > 0 ≥ bt, the first term on the right-hand side of equation 159 is strictly positive and the
second term on the right-hand side of equation 159 is not less than zero. Hence,

fϕ,t(q
ϵ) > fϕ,t(q). (162)

Therefore, every maximizer assigns zero probability to all incorrect modes.

It remains to optimize over the correct-mode face of the simplex. Since Φ(0) = 0 and at > 0, this is
equivalent to maximizing

∑
m∈C+ Φ(q(m)) subject to

∑
m∈C+ q(m) = 1. By Jensen’s inequality,

1

K

∑
m∈C+

Φ(q(m)) ≤ Φ

(
1

K

∑
m∈C+

q(m)

)
= Φ

(
1

K

)
. (163)

Because Φ is strictly concave, equality in equation 163 holds if and only if

q(m) =
1

K
, m ∈ C+. (164)

Together with zero probability on all incorrect modes, this uniquely identifies the maximizer as q⋆.
Since the argument holds for every t satisfying at > 0 ≥ bt, all induced objectives fϕ,t share the
same unique maximizer q⋆.

32



1728
1729
1730
1731
1732
1733
1734
1735
1736
1737
1738
1739
1740
1741
1742
1743
1744
1745
1746
1747
1748
1749
1750
1751
1752
1753
1754
1755
1756
1757
1758
1759
1760
1761
1762
1763
1764
1765
1766
1767
1768
1769
1770
1771
1772
1773
1774
1775
1776
1777
1778
1779
1780
1781

Under review as a conference paper at ICLR 2027

The above proposition identifies the global target of the oracle prior-corrected dynamics. We next
characterize the local update behavior that moves probability mass among correct modes toward this
target.
Proposition B.3 (One-step prior-correction effect). Suppose that at > 0, and letm,m′ ∈ C+ satisfy
0 < q̄t(m) < q̄t(m

′). Under the oracle prior-corrected update,

log
q̄t+1(m)

q̄t+1(m′)
> log

q̄t(m)

q̄t(m′)
. (165)

Proof. For m,m′ ∈ C+, the closed-form update gives

log
q̄t+1(m)

q̄t+1(m′)
= log

q̄t(m)

q̄t(m′)
+ ηat [ϕ(q̄t(m))− ϕ(q̄t(m′))] . (166)

Since q̄t(m) < q̄t(m
′) and ϕ is strictly decreasing, the bracketed term is strictly positive. Together

with at > 0, this proves equation 165.

This proposition makes the local reallocation effect explicit: among correct modes receiving the
same reward signal, a lower-allocation mode receives a larger relative amplification. This result
characterizes only the local direction of reallocation among correct modes. The resulting global
convergence behavior is established by the preceding dynamics analysis under the corresponding
step-size condition.

Together, these properties provide a structural explanation of the coverage behavior induced by
the oracle prior-corrected update: the shared maximizer of the induced objectives identifies the
coverage-optimal allocation, while the one-step correction property characterizes the local realloca-
tion mechanism that counteracts prior imbalance among correct modes.

B.3 SELECTION OF ANALYTICAL REFERENCE PARAMETERS

Recall the analytical reference form

ϕc,d(q) = 1 +
2τ

π
arctan(c log q−1 − d),

introduced in Section 4.2 to provide a fixed mode-level reference for analyzing the response-level
correction. The parameters (c, d) specify the coefficient and offset in this mode-level reference form,
and are used only for theoretical characterization rather than by the practical algorithm.

To understand the relation between the response-level statistic and this reference form, consider a
response y ∈ Ym. Since

St(y) = − log πt(y | x) = log
1

qt(m)
+ log

1

ρt(y | x,m)
,

the correction score admits the following decomposition

γZt(y) = ct(y) log
1

qt(m)
− dt(y), (167)

where
ct(y) :=

γ√
H(y)vt

, (168)

and
dt(y) :=

γ√
H(y)vt

(log ρt(y | x,m) +H(y)µt) . (169)

Therefore, the response-level correction score contains a term proportional to log qt(m)−1, but its
effective coefficient and offset remain dependent on response-level quantities.

Recall the correction mismatch term εt(Y,m) defined in the convergence analysis. Under the above
decomposition, it can be written as

εt(Y,m) = γZt(Y )−
(
c log

1

qt(m)
− d
)

= (ct(Y )− c) log 1

qt(m)
− (dt(Y )− d) .

(170)
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This decomposition separates two components of the mismatch: the deviation of the response-
dependent coefficient of log qt(m)−1 from the fixed coefficient c, and the deviation of the response-
dependent offset from the fixed offset d.

For theoretical analysis, one may define the best fixed reference by minimizing the accumulated
mismatch along the optimization trajectory:

(c⋆, d⋆) ∈ argmin
c>0
d∈R

1

T

T−1∑
t=0

E
∑

m∈M
Eρt(·|x,m)

[(
(ct(Y )− c) log 1

qt(m)
− (dt(Y )− d)

)2
]
.

(171)
This optimization identifies the fixed reference that minimizes the accumulated residual within this
family, but does not eliminate the structural mismatch in general. The mismatch vanishes in the
idealized case where the response-level quantities induce the same fixed coefficient and offset across
modes and iterations. For example, if each latent mode contains a single response with a common
response length and the population statistics remain fixed, then ct(Y ) ≡ c and dt(Y ) ≡ d for a
suitable fixed pair (c, d), yielding εt(Y,m) = 0.

Such a selection, however, relies on population statistics and latent mode information that are un-
available to the practical algorithm. Therefore, (c, d) should be viewed as analytical reference pa-
rameters used to characterize the response-level correction and its residual mismatch, rather than as
parameters required by the practical algorithm.

B.4 FINITE-WINDOW HISTORICAL REFERENCE ANALYSIS

The preceding analysis establishes the convergence guarantee for the lagged EMA adopted in the
main algorithm. We next study an alternative strictly historical estimator based on a finite window
of completed rounds. Although not used in the proposed algorithm, this analysis provides a com-
plementary characterization of historical reference statistics and reveals the same tradeoff between
statistical stability and tracking the evolving policy through the window length Kh.
Lemma B.4 (Finite-window historical-reference tracking error). For Kh ≥ 1 and t ≥ Kh, define
the finite-window historical reference statistic

ξ̂
(Kh)
t :=

1

Kh

Kh∑
j=1

ξ̃t−j , ξ ∈ {µ, v}. (172)

Then

E
[(
ξ̂
(Kh)
t − ξt

)2]
≤ 2

σ2
ξ

KhN
+ 2

(
Kh + 1

2
Lξα

√
2Q

(
G2

M2
+ σ2

))2

. (173)

Proof. Decomposing the historical estimation error gives

E
[(
ξ̂
(Kh)
t − ξt

)2]

≤ 2E


 1

Kh

Kh∑
j=1

(ξ̃t−j − ξt−j)

2
+ 2E


 1

Kh

Kh∑
j=1

(ξt−j − ξt)

2


≤
2σ2

ξ

KhN
+ 2

∥∥∥∥∥∥ 1

Kh

Kh∑
j=1

(ξt−j − ξt)

∥∥∥∥∥∥
2

L2

≤
2σ2

ξ

KhN
+ 2

 1

Kh

Kh∑
j=1

j∑
r=1

∥ξt−r+1 − ξt−r∥L2

2

≤
2σ2

ξ

KhN
+ 2

[
Kh + 1

2
Lξα

√
2Q

(
G2

M2
+ σ2

)]2
. (174)
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The first inequality follows from (a+ b)2 ≤ 2a2 + 2b2. The second inequality uses the martingale-
difference property of ξ̃t − ξt established in Lemma A.13. The third inequality follows from the
telescoping decomposition of ξt−j − ξt and Minkowski’s inequality. The final inequality applies the
population-statistic drift bound in equation 122 and 1

Kh

∑Kh

j=1 j = (Kh + 1)/2.

The lemma decomposes the finite-window reference error into a statistical estimation component
and a tracking component caused by the evolution of the policy across historical rounds. We next
characterize how this reference-statistic error affects the correction-weight mismatch.

Proposition B.5 (Finite-window historical-reference correction error). Suppose Assumptions A.2,
A.6, A.7, A.11, and A.15 hold. Then there exists a constant C > 0 such that

EEt ≤ C

(
E
∑

m∈M
Eρt(·|x,m)[εt(Y,m)2] +

1

KhN
+K2

hα
2

)
. (175)

Proof. For the finite-window estimator, Ẑt(Y ) denotes the standardized response score obtained by
replacing the EMA statistics with the historical-window statistics (µ̂(Kh)

t , v̂
(Kh)
t ). By Lemma A.9,

Lemma A.16, and Lemma B.4, we have

EEt
(a)

≤ 8τ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)[εt(Y,m)2]

+
8τ2γ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)

[
|Ẑt(Y )− Zt(Y )|2

]
(b)

≤ 8τ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)[εt(Y,m)2]

+
8τ2γ2M

π2(1− τ)2

(
2Hmax

vmin
E[(µ̂(Kh)

t − µt)
2] +

R2
S

2v3min

E[(v̂(Kh)
t − vt)2]

)
(c)

≤ 8τ2

π2(1− τ)2
E
∑

m∈M
Eρt(·|x,m)[εt(Y,m)2] +

16τ2γ2M

π2(1− τ)2
1

KhN

(
Hmax

vmin
σ2
µ +

R2
S

4v3min

σ2
v

)
+

32τ2γ2MQ

π2(1− τ)2

(
G2

M2
+ σ2

)(
Hmax

vmin
L2
µ +

R2
S

4v3min

L2
v

)
K2

hα
2

(d)

≤C

(
E
∑

m∈M
Eρt(·|x,m)[εt(Y,m)2] +

1

KhN
+K2

hα
2

)
. (176)

Here, (a) follows by taking expectations in Lemma A.9. Step (b) applies Lemma A.16. Step
(c) substitutes the historical-window tracking bound from Lemma B.4 for both statistics and uses
(a+b)2 ≤ 2a2+2b2 together with (Kh+1)2/4 ≤ K2

h . Step (d) absorbs all fixed problem-dependent
quantities into the constant

C = max

{
8τ2

π2(1− τ)2
,
16τ2γ2M

π2(1− τ)2

(
Hmax

vmin
σ2
µ +

R2
S

4v3min

σ2
v

)
, (177)

32τ2γ2MQ

π2(1− τ)2

(
G2

M2
+ σ2

)(
Hmax

vmin
L2
µ +

R2
S

4v3min

L2
v

)}
. (178)

The constant C is independent of t, T , α, Kh, and N .

Thus, increasing Kh improves statistical stability by averaging more historical observations, while
making the reference statistics less responsive to the evolving policy. Combining this bound with
the stationarity result yields the following convergence guarantee.
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Corollary B.6 (Stationarity rate with finite-window historical-reference correction). Suppose the
conditions of Theorem 4.1, Proposition B.5, and Lemma A.10 hold. Choosing

αT = Θ(T−3/5), Kh,T = Θ(T 2/5), (179)

yields

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
C

T

T−1∑
t=0

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] + ∥δrt,ϕ∥2
)

+O(T−2/5). (180)

Proof. By the explicit bound established in the proof of Theorem 4.1 and Lemma A.10, there exists
a constant C0 > 0 such that

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤ C0

(
1

αT
+

1

T

T−1∑
t=0

EEt +
1

T

T−1∑
t=0

E∥δrt,ϕ∥2 +
α

N

)
. (181)

Since the finite-window estimator is defined for t ≥ Kh, we treat the first Kh rounds as a burn-in
period. By Assumption A.2,

1

T

Kh−1∑
t=0

E∥g⋆t ∥2 ≤
G2Kh

T
. (182)

Applying the same stationarity argument as in Theorem 4.1 over the remaining rounds, together with
Proposition B.5, where C1 > 0 denotes the constant in the historical-reference correction bound,
gives

1

T

T−1∑
t=Kh

E∥g⋆t ∥2 ≤ C0

(
1

αT
+
C1

T

T−1∑
t=Kh

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] +
1

KhN
+K2

hα
2

)

+
1

T

T−1∑
t=Kh

E∥δrt,ϕ∥2 +
α

N

)

≤ C

(
1

T

T−1∑
t=Kh

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] + ∥δrt,ϕ∥2
)

+
1

αT
+

1

KhN
+K2

hα
2 +

α

N

)
. (183)

Combining equation 182 and equation 183, and using the nonnegativity of the structural terms,
yields

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤ C

(
1

T

T−1∑
t=0

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] + ∥δrt,ϕ∥2
)

+
1

αT
+

1

KhN
+K2

hα
2 +

α

N
+
Kh

T

)
. (184)

For sufficiently large T , the step-size condition in Theorem 4.1 is satisfied. Under the choices in
equation 179, the optimization, historical-reference tracking, and burn-in terms are dominated by
O(T−2/5). Therefore,

1

T

T−1∑
t=0

E∥g⋆t ∥2 ≤
C

T

T−1∑
t=0

E

( ∑
m∈M

Eρt(·|x,m)[εt(Y,m)2] + ∥δrt,ϕ∥2
)

+O(T−2/5), (185)

which proves the claim.

The window schedule Kh,T = Θ(T 2/5) matches the effective memory scale β−1
T = Θ(T 2/5)

of the lagged EMA estimator. Therefore, both historical-reference mechanisms achieve the same
O(T−2/5) rate while balancing statistical stability and tracking the evolving policy.
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C ALGORITHM AND EXPERIMENTAL DETAILS

C.1 COMPLETE PRIOR-CORRECTED RLVR ALGORITHM

This section provides the complete training procedure for the practical prior-corrected RLVR method
described in Section 4. Algorithm 1 combines the historical-reference statistics, response-level prior
correction, conservative correction rule, and policy optimization. While the theoretical analysis
considers N responses generated for a fixed prompt x, the practical implementation pools all BN
responses in each completed rollout batch when estimating the historical reference statistics. Here
sg(·) denotes the stop-gradient operator.

C.2 EXPERIMENTAL SETUP

All training experiments are conducted on 2×NVIDIA A100-80GB GPUs. Our implementation is
built on the ROLL (Wang et al., 2025b) training framework, with vLLM (Kwon et al., 2023) used
for rollout generation and DeepSpeed (Rasley et al., 2020) used for policy optimization. Given our
computational budget, we optimize only LoRA (Hu et al., 2022) parameters for all methods. We use
a linearly decayed learning rate throughout training.

For controlled comparison, all compared methods are reimplemented within the same ROLL
pipeline and share the same GRPO training backbone whenever applicable. We keep the model
initialization, training data, rollout configuration, optimization budget, and common hyperparam-
eters identical across methods, while retaining the method-specific components required by each
method. No explicit KL regularization is used in the compared methods. For each method and
model scale, we select the checkpoint with the highest Pass@1 on the combined AIME24–AIME25
monitoring set during training for final evaluation.

C.3 IMPLEMENTATION DETAILS OF COMPARED METHODS

DAPO uses its token-level loss aggregation, whereas GRPO, GRPO with entropy regularization
(GRPO+Entropy), ProGRPO, and PC-RLVR use the standard GRPO loss aggregation. Unless oth-
erwise specified, the rollout and optimization configurations are shared across methods.

For PPO clipping, vanilla GRPO uses symmetric clipping with ϵlow = ϵhigh = 0.20. DAPO uses
asymmetric clipping with ϵlow = 0.20 and ϵhigh = 0.28. To control for the effect of asymmetric
clipping when comparing the additional mechanisms introduced by different methods, we use the
same 0.20/0.28 clipping thresholds for GRPO+Entropy, ProGRPO, and PC-RLVR.

For each baseline, we start from the hyperparameters recommended in the original paper whenever
applicable. Method-specific hyperparameters are modified only when necessary for stable optimiza-
tion under our common training setup, with the settings relevant to our implementation reported
below.

GRPO. We use standard GRPO with group-relative advantage normalization and symmetric PPO
clipping, with ϵlow = ϵhigh = 0.20.

DAPO. We use the DAPO training variant with token-level loss aggregation and asymmetric PPO
clipping, setting ϵlow = 0.20 and ϵhigh = 0.28.

GRPO+Entropy. We augment the GRPO objective with token-level entropy regularization using
coefficient λH. We tune λH over {0.02, 0.005, 0.0005} and use λH = 0.0005 for the reported
experiments.

ProGRPO. We implement the probability-aware reweighting proposed by ProGRPO on top of the
common GRPO backbone, with ϵlow = 0.20 and ϵhigh = 0.28.

PC-RLVR. Our method uses the historical-reference prior correction described in Section 4, to-
gether with the conservative correction rule. We use ϵlow = 0.20 and ϵhigh = 0.28. For nu-
merical stability, the historical variance estimate is projected onto [vmin, vmax], with vmin = 0.01
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Table 2: Common training hyperparameters used across methods.
Hyperparameter Value

Rollout batch size (prompts) 32
Rollout group size 8
Minibatch size (prompts) 8
Optimizer updates per rollout batch 4
Maximum prompt length 1,024
Maximum response length 8,192
Rollout temperature 1.0
Rollout top-p 1.0
Initial learning rate 2× 10−5

LoRA rank 32
PPO clip lower threshold 0.20
Explicit KL regularization None

and vmax = 100. For the main experiments, we use (β, τ, κ) = (0.7, 0.5, 0) for Qwen3-4B and
(β, τ, κ) = (0.5, 0.2, 0) for Qwen3-1.7B. In practical training, we also adapt γ online to limit exces-
sive saturation of the arctangent correction. Specifically, we maintain an EMA of the 95th percentile
of |Ẑt(Y )| over completed rollout batches and set γ such that this reference magnitude is mapped to
1.5.

C.4 HYPERPARAMETERS

Table 2 summarizes the hyperparameters shared across methods. Unless otherwise stated, these
values are fixed for all models and baselines.

Evaluation hyperparameters. All models are evaluated under the same decoding configuration,
with temperature 0.6, top-p = 0.95, and a maximum response length of 8,192 tokens. For each
problem, we sample n responses once and use the same sample set to estimate pass@k for different
values of k. For a problem with c correct responses among n sampled responses, we use the standard
unbiased estimator

̂pass@ k = 1−
(
n−c
k

)(
n
k

) , n− c ≥ k, (186)

with the value set to 1 when n− c < k. We report results using the same sampled responses for all
k ≤ n.

D MORE RESULTS

D.1 CONTROLLED MODE-LEVEL EXPERIMENTS

This subsection provides additional analyses of the controlled mode-level setting in Section 3.2.
The experiments below use the same initialization and the same method-specific parameter settings,
while differing in the reward-signal schedule.

We consider M = 20 modes with C+ = {1, 2, 3, 4}. The initial probabilities of the correct modes
are

q0(1 : 4) = (0.28, 0.07, 0.03, 0.02),

while the remaining probability mass 0.60 is distributed uniformly over the 16 incorrect modes.
Hence, q0(C+) = 0.40, with initial conditional allocation

q0(· | C+) = (0.70, 0.175, 0.075, 0.05).

The coverage-optimal allocation q⋆ assigns probability 1/K = 0.25 to each correct mode and zero
probability to incorrect modes. All methods use the same initialization and KL parameter η = 0.2.
For entropy regularization, we set λH = 0.2. For prior correction, we use the bounded correction
ϕc,d defined in Section 4.2, with c = 1, d = log 4, and τ = 0.8.
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Figure 3: Mode-wise probability trajectories of the four correct modes under standard KL-
regularized policy improvement, entropy regularization, and prior correction. The dashed line marks
the correct-mode probability 1/K under the coverage-optimal allocation q⋆.
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Figure 4: Controlled mode-level dynamics under time-varying reward signals satisfying at > bt.
Panel (a) shows the signals assigned to correct and incorrect modes. Panel (b) compares standard
KL-regularized policy improvement, entropy regularization, and prior correction in terms of correct-
set probability mass, correct-mode allocation error, and distance to q⋆.

In all experiments, the mode distribution is evolved directly according to the exact update rule of
each method; no stochastic sampling or gradient approximation is involved.

Correct-mode probability trajectories. Figure 3 complements Figure 1 by resolving the aggre-
gate correct-mode allocation dynamics into the trajectories of the four individual correct modes.
Under standard KL-regularized policy improvement, all four correct modes gain probability while
preserving their relative allocation. Consequently, their probabilities approach

(0.70, 0.175, 0.075, 0.05),

which coincides with the initial conditional allocation over correct modes.

Both entropy regularization and prior correction progressively reduce the imbalance among correct
modes. Prior correction drives the correct-mode probabilities toward 1/K = 0.25, whereas entropy
regularization equalizes the correct modes more gradually but need not reach q⋆ because it can retain
nonzero probability on incorrect modes.

Prior locking under time-varying reward signals. The condition at > bt for prior locking is
substantially weaker than the assumptions required for convergence of the prior-corrected policy
updates in Theorem 3.3. To illustrate this distinction, we consider a second time-varying schedule
satisfying at > bt at every iteration, while at and bt may individually change sign. This experi-
ment illustrates the prior-locking behavior under this broader signal condition, rather than asserting
convergence of prior correction under these more general signals.

Figure 4 illustrates the resulting dynamics. Standard KL-regularized policy improvement increases
the probability assigned to the correct set, but leaves the allocation among correct modes unchanged.
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Figure 5: Pass@k curves of Qwen3-1.7B under increasing sampling budgets, with k ∈
{1, 2, 4, 8, 16, 32, 64}. PC-RLVR maintains strong performance across the full sampling range on
AIME24 and AIME26, exhibits an increasingly visible advantage at larger k on AIME25, and re-
mains competitive with the strongest methods on OlympiadBench.

Accordingly, the correct-mode allocation error remains constant and the distance to q⋆ stays bounded
away from zero. This is exactly the prior-locking behavior characterized by Theorem 3.1, which
depends on at > bt rather than on the individual signs of the two signals.

For this particular schedule, entropy regularization and prior correction both reduce the correct-mode
allocation error. Under prior correction, this error evolves non-monotonically as the reward signals
change sign, but decreases to near zero together with the distance to q⋆ over the shown horizon.
This observation is specific to the chosen schedule and should not be interpreted as an extension
of Theorem 3.3. In particular, the signals considered here may violate the theorem’s conditions
0 < at ≤ amax and bt ≤ 0, even though the chosen η = 0.2 satisfies the theorem’s bound on η.

D.2 PASS@k UNDER INCREASING SAMPLING BUDGETS

To complement the high-budget results in Table 1, we examine how performance evolves as the
sampling budget increases. Figure 5 reports Pass@k for k ∈ {1, 2, 4, 8, 16, 32, 64} on Qwen3-
1.7B across four mathematical reasoning benchmarks. Across the three AIME benchmarks, PC-
RLVR exhibits consistently strong performance over a broad range of sampling budgets, but the de-
tailed patterns differ across datasets. On AIME24, PC-RLVR remains above the compared methods
throughout the entire range of k, indicating that its advantage is not restricted to the largest sampling
budget. A similar pattern appears on AIME26, where PC-RLVR maintains a visible margin over the
strongest competing methods from small to large k.

The results on AIME25 show a more pronounced high-budget effect. At small sampling budgets,
PC-RLVR is close to the strongest baselines, whereas the separation becomes increasingly visible
as k grows. In particular, the gap is substantially larger at k = 32 and k = 64 than at the smallest
sampling budgets. This behavior is consistent with the intended effect of prior correction: improve-
ments become more apparent when a larger sampling budget provides greater opportunity to access
successful responses that receive relatively little probability under the current policy.

On OlympiadBench, the strongest RLVR methods are much more closely clustered across the entire
sampling range. PC-RLVR nevertheless remains among the strongest methods and attains the high-
est Pass@k over most of the larger sampling budgets. The smaller separation is consistent with the
relatively high success rates already achieved by several methods on this benchmark, leaving less
room for additional gains as k increases.

Overall, these curves show that the high-budget improvements reported in Table 1 do not arise from
an isolated Pass@64 operating point. PC-RLVR either maintains an advantage across sampling
budgets or becomes increasingly competitive as the budget grows, with the latter behavior being
especially clear on AIME25.
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D.3 PRIOR-DEPENDENT LOG-LIKELIHOOD GAIN

This section provides the complete construction and additional diagnostics for the prior-dependent
log-likelihood-gain analysis in Section 5.3. At the mode level, prior correction drives the allocation
over correct modes toward the coverage-optimal target q⋆. Starting from an imbalanced allocation,
moving toward q⋆ requires underrepresented correct modes to gain relatively more probability than
already dominant ones.

Latent mode probabilities are not directly observable in the evaluation data. We therefore examine
the corresponding response-level signature: whether PC-RLVR, relative to GRPO, assigns larger
log-likelihood gains to correct responses that receive lower log-likelihood under the initial policy.

Initial-prior grouping. For each prompt x, we rescore the deduplicated correct responses under
the frozen base policy π0. For a response y, we define its average response-token surprisal as

S0(y | x) = −
1

H(y)
log π0(y | x). (187)

Larger S0(y | x) corresponds to lower average token log-likelihood under the initial policy. Within
each prompt, correct responses are ranked by this score and partitioned into approximately equal-
sized high-, medium-, and low-prior groups. Here, the prior-group terminology refers to this
response-level ordering under the base policy rather than directly observed latent-mode probabil-
ities. Prompts without sufficient distinct correct responses to form all three groups are excluded.

Relative log-likelihood gain. For a fixed correct response y, we measure the relative log-
likelihood gain of PC-RLVR over GRPO using the average per-token log-likelihood difference

D(y) =
1

H(y)
[log πPC(y | x)− log πGRPO(y | x)] . (188)

Thus, D(y) > 0 indicates that PC-RLVR assigns higher average token log-likelihood to y than
GRPO, while a larger D(y) indicates a stronger relative log-likelihood gain. The per-token normal-
ization removes the direct linear accumulation of response log-likelihood with response length.

Prompt-balanced aggregation. For prior group g ∈ {High,Medium,Low}, let Y+
g (x) denote

the correct responses assigned to group g for prompt x. We first compute

Dg(x) =
1

|Y+
g (x)|

∑
y∈Y+

g (x)

D(y), (189)

and then average Dg(x) equally across eligible prompts. This prevents prompts with many correct
responses from dominating the benchmark-level results.

We additionally report the fraction of eligible prompts satisfyingDLow(x) > DHigh(x) as a measure
of prompt-level consistency and obtain 95% percentile bootstrap confidence intervals by resampling
eligible prompts with replacement.

Prior-dependent gain. As shown in Figure 2, the benchmark-level results exhibit a consistent
prior-dependent trend. The low-prior group attains the largest mean relative gain on each of the four
analyzed benchmarks, while the medium-prior group generally lies between the high- and low-prior
groups. The separation between the medium- and low-prior groups is small on AIME26, but the
contrast between low- and high-prior responses remains consistent.

At the prompt level, the low-prior group receives a larger gain than the high-prior group for 88.9%,
76.9%, 100%, and 95.3% of eligible prompts on AIME24, AIME25, AIME26, and OlympiadBench,
respectively. The agreement between the benchmark-level averages and the prompt-level compar-
ison indicates that the observed effect is not driven by a small number of prompts with unusually
large log-likelihood differences. Instead, correct responses with lower-initial-log-likelihood tend to
receive larger relative gains under PC-RLVR than under GRPO.

This pattern is consistent with the rebalancing effect predicted by prior correction: relative to GRPO,
PC-RLVR produces larger average per-token log-likelihood gains for successful responses that are
less favored by the initial policy.
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Figure 6: Length-related diagnostics for the prior-dependent log-likelihood gain analysis. Left:
relationship between the relative per-token log-likelihood gain D(y) and response length. Right:
response-length distributions of correct responses in the high-, medium-, and low-prior groups. Al-
though residual length dependence remains in D(y), the three prior groups exhibit strongly overlap-
ping length distributions.

Length-related diagnostics. Both quantities used in the analysis explicitly reduce the direct effect
of response length. The initial-prior grouping uses average response-token surprisal, while D(y)
is an average per-token log-likelihood difference. These normalizations remove the direct linear
accumulation with response length, but they do not imply statistical independence from response
length.

We therefore examine the residual relationship between D(y) and response length and compare the
response-length distributions across the three prior groups. As shown in Figure 6, D(y) retains a
negative association with response length. However, the response-length distributions of the high-,
medium-, and low-prior groups overlap substantially and have similar central tendencies. In par-
ticular, their length distributions do not reproduce the systematic increase in relative log-likelihood
gain from high- to low-prior responses. This suggests that response length alone does not explain
the observed prior-dependent gain.

Finally, this analysis operates at the response level and does not directly observe latent reasoning
modes. We therefore interpret the prior-dependent log-likelihood gain as empirical evidence consis-
tent with the rebalancing effect of prior correction, rather than as a direct measurement of mode-level
allocation.

D.4 BASE-REFERENCE SURPRISAL ANALYSIS

The prior-dependent log-likelihood-gain analysis in Section 5.3 examines whether lower-prior cor-
rect responses receive larger relative gains under PC-RLVR. Here, we study the corresponding dis-
tributional outcome: whether the correct responses generated by the final policy extend further into
regions that are less favored by the initial policy.

We use the saved Pass@64 generations from the corresponding evaluation runs and rescore all re-
sponses under the same frozen base policy π0. Following equation 187, we use the base-model
average response-token surprisal S0(Y | x) as a common response-level measure of initial log-
likelihood. Larger values correspond to lower average token log-likelihood under the initial policy.

Distribution over correct responses. We restrict the distributional comparison to responses ver-
ified as correct. For an evaluated method h, let Y+

h denote its collection of correct responses. We
report the empirical cumulative distribution

F̂h(s) =
1

|Y+
h |

∑
Y ∈Y+

h

1
{
S0(Y ) ≤ s

}
. (190)
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Figure 7: Empirical CDFs of base-model average response-token surprisal among correct responses
from Qwen3-1.7B. All responses are rescored under the same frozen base policy π0. A rightward
shift indicates that successful responses receive lower average token log-likelihood under the initial
policy.

A rightward shift of the ECDF therefore indicates that a larger fraction of successful responses lies
at higher base-model surprisal, or equivalently lower average token log-likelihood under the initial
policy.

Figure 7 compares Qwen3-1.7B Base, GRPO, GRPO+Entropy, and PC-RLVR. We include
GRPO+Entropy as the exploration-oriented alternative analyzed in Section 3, which can broaden
the response distribution without explicitly correcting prior allocation. This comparison helps dis-
tinguish prior correction from a generic increase in exploration.

Relative to the base model, RLVR training generally shifts successful responses toward higher base-
model surprisal. GRPO+Entropy produces a further rightward shift relative to vanilla GRPO, consis-
tent with its broader exploration effect. PC-RLVR extends the distribution further toward lower-prior
successful responses across the analyzed benchmarks.

Higher base-model surprisal is not itself a measure of better reasoning, since lower-log-likelihood
regions may also contain noisy or redundant responses. The distributional result is therefore most
informative when considered together with task performance: over the full evaluation suite, PC-
RLVR improves Avg@64 and Pass@64 over GRPO+Entropy by 3.8 and 3.7 percentage points, re-
spectively. Thus, the broader access to lower-prior successful responses is accompanied by stronger
reasoning performance rather than merely a generic increase in exploration.

Controlling for asymmetric clipping. PC-RLVR uses a larger upper clipping threshold than
vanilla GRPO in the main experiments. To determine whether the observed rightward shift can
be explained by this optimization change alone, we perform a matched control on Qwen3-4B. The
w/o prior correction variant uses the same clipping thresholds as PC-RLVR but disables the prior-
correction weights. For this controlled analysis, the PC-RLVR model uses the τ = 0.2 configuration,
matching the controlled ablation setting in Appendix D.5. Figure 8 shows that enlarging the upper
clipping threshold already shifts successful responses toward higher base-model surprisal relative
to vanilla GRPO. PC-RLVR nevertheless exhibits a further rightward shift across all four analyzed
benchmarks. This indicates that the observed distributional change cannot be explained solely by
the enlarged upper clipping threshold.

The same comparison is also favorable in downstream performance: PC-RLVR improves the mean
Avg@64 and Pass@64 over the matched w/o prior correction variant by 4.4 and 1.3 percentage
points, respectively, over the full evaluation suite.

Quantitative summary. Table 3 quantifies the distributional shifts observed in Figures 7 and 8.
We report changes in the mean and selected quantiles of S0 over correct responses. Here,Qp denotes
the p-th percentile of the corresponding surprisal distribution, and each ∆ is computed as PC-RLVR
minus the comparison method. Positive values indicate a shift toward responses with lower average
token log-likelihood under the initial policy. For readability, all reported shifts are scaled by 102.
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Figure 8: Matched clipping control on Qwen3-4B. The w/o prior correction variant uses the same
clipping thresholds as PC-RLVR while disabling prior correction. PC-RLVR remains further shifted
toward higher base-model average response-token surprisal across all four benchmarks.

Table 3: Quantitative summary of the shift in base-model average response-token surprisal over
correct responses for the two controlled comparisons. All entries are scaled by 102 for readability.

Model Benchmark ∆ Mean ∆Q50 ∆Q75 ∆Q90

PC-RLVR vs. GRPO+Entropy
Qwen3-1.7B AIME24 2.8 3.1 3.2 3.9

AIME25 2.4 2.4 3.0 3.1
AIME26 2.2 1.5 2.8 6.3
OlympiadBench 2.5 2.6 3.6 3.6

PC-RLVR vs. w/o prior correction
Qwen3-4B AIME24 1.7 1.5 3.0 2.4

AIME25 2.2 1.7 2.3 4.1
AIME26 2.0 1.6 2.3 2.7
OlympiadBench 1.5 1.5 2.7 2.4

These results provide response-level rather than direct mode-level evidence. Distinct responses need
not correspond to distinct reasoning modes, and higher surprisal is not inherently preferable because
low-log-likelihood regions may also contain low-quality or redundant responses. We therefore in-
terpret the observed rightward shifts as response-level evidence consistent with broader coverage
of successful responses beyond the high-prior region of the initial policy. Together with the prior-
dependent log-likelihood-gain analysis in Section 5.3, this complementary distributional evidence
is consistent with the rebalancing effect of prior correction and its goal of improving coverage of
successful responses.

D.5 ABLATION ANALYSIS

We further analyze the two design choices ablated in the main text: prior correction and the bounded
arctangent transformation. All variants use Qwen3-4B and otherwise follow the same training con-
figuration as PC-RLVR. For controlled comparison, the ablations in this subsection use τ = 0.2. We
additionally report the τ = 0.5 PC-RLVR configuration used for the Qwen3-4B main result.

Removing prior correction. The w/o prior correction variant disables the correction weights,
equivalently setting the correction factor to one for every response, while retaining the same GRPO
backbone and asymmetric PPO clipping as PC-RLVR, with ϵlow = 0.20 and ϵhigh = 0.28. This
comparison isolates the contribution of prior correction from the enlarged upper clipping range.

Linear correction. To evaluate the role of bounded saturation, we replace the arctangent transfor-
mation with

ω̂lin
t (Y ) = 1 +

2τγ

π
Ẑt(Y ), (191)
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Table 4: Ablation of prior correction and the bounded arctangent transformation on Qwen3-4B. We
report Avg@64 and Pass@64 on each benchmark. Mean denotes the unweighted average across the
five benchmarks.

AIME24 AIME25 AIME26 OlympiadBench AMC23 Mean

Method Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64 Avg@64 Pass@64

PC-RLVR (τ = 0.5, main) 39.5 80.0 29.1 76.7 34.2 70.0 67.8 86.5 83.0 97.5 50.7 82.1
PC-RLVR (τ = 0.2) 39.5 80.0 31.6 73.3 33.2 66.7 67.2 89.4 82.9 97.5 50.9 81.4
w/o prior correction 34.7 76.7 26.2 70.0 27.5 70.0 65.5 86.5 78.8 97.5 46.5 80.1
Linear correction (τ = 0.2) 34.9 73.3 25.6 70.0 25.7 66.7 66.1 87.1 78.7 97.5 46.2 78.9

while retaining the same historical-reference statistic and all other components. The linear form
matches the slope of the arctangent correction at the origin, so the two transformations respond
similarly to small correction signals, while the linear correction removes the saturation for larger
|Ẑt(Y )|. This comparison therefore isolates the role of bounding large correction magnitudes.

Results. Table 4 shows that both design choices are important for the final performance. Removing
prior correction lowers the mean Avg@64 from 50.9 to 46.5 and the mean Pass@64 from 81.4 to
80.1. The reduction in Avg@64 appears on all five benchmarks, showing that the improvement of
PC-RLVR cannot be attributed to the larger upper clipping threshold alone.

The linear-correction variant retains prior correction but removes the bounded saturation of the arc-
tangent transformation. It obtains mean Avg@64 and Pass@64 of 46.2 and 78.9, respectively, sub-
stantially below the full method. The linear form is chosen to match the slope of the arctangent
correction at Z = 0, so the two transformations behave similarly for small correction signals. Their
main difference appears for larger |Z|: the arctangent transformation saturates, whereas the lin-
ear correction continues to increase in magnitude without bound. The resulting performance gap
therefore indicates that prior correction benefits from explicitly limiting the magnitude of large cor-
rections, rather than extrapolating them linearly.

D.6 SENSITIVITY ANALYSIS

We study sensitivity to the historical update rate β, the conservative-correction parameter κ, and the
correction bound τ on Qwen3-4B. During training, we monitor Pass@1 every 10 optimization steps
on all problems from AIME24 and AIME25 using temperature 0.6. For visualization, the reported
Pass@1 trajectories are smoothed over training steps.

Under the EMA convention used throughout the paper, larger β places more weight on the current
statistic and therefore updates the historical reference more rapidly. We compare β ∈ {0.5, 0.7, 0.9}
at (κ, τ) = (0, 0.2), compare κ ∈ {0, 1} at (β, τ) = (0.7, 0.2), and compare τ ∈ {0.2, 0.5} at
(β, κ) = (0.7, 0).

Effect of the historical update rate. Figure 9 shows that the choice of β has a clear effect on the
training trajectory. On Qwen3-4B, the intermediate setting β = 0.7 performs best overall, while
β = 0.5 and β = 0.9 are less favorable over substantial portions of training.

This behavior is consistent with the role of β in the historical-reference construction. Smaller β
places greater emphasis on older statistics, whereas larger β responds more strongly to recent statis-
tics. As suggested by our analysis, β therefore controls the balance between historical averaging and
adaptation to the evolving policy. The appropriate balance can depend on the model and training
regime, making β an important tunable parameter rather than a universally fixed choice.

Effect of conservative correction. The parameter κ only affects responses satisfying At(Y ) <

0 and Ẑt(Y ) > 0, for which the unattenuated correction increases the magnitude of an already
negative update. Figure 9 shows that, with β and τ fixed, κ = 0 yields a stronger Pass@1 trajectory
than the symmetric setting κ = 1 over most of training.

This result is consistent with the motivation for the conservative branch in equation 9. Because the
response-level statistic may contain within-mode variation in addition to information about mode
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Figure 9: Sensitivity of PC-RLVR to β, κ, and τ on Qwen3-4B. We vary one parameter at a time
around (β, κ, τ) = (0.7, 0, 0.2). Smoothed Pass@1 is shown throughout training.

allocation, fully amplifying negative updates on this branch can be overly aggressive. Attenuating
this correction with κ = 0 performs better in the present setting.

Effect of the correction bound. At (β, κ) = (0.7, 0), increasing τ from 0.2 to 0.5 produces a
comparable Pass@1 trajectory, with the τ = 0.5 run becoming competitive or stronger in the later
stage of training. Its selected checkpoint further improves broader-sampling performance, and we
therefore use τ = 0.5 for the Qwen3-4B main configuration.

E LIMITATIONS AND FUTURE DIRECTIONS

Our current analysis still leaves several gaps between the idealized mode-level formulation and
practical RLVR training. First, reasoning modes and their allocation probabilities are latent. PC-
RLVR therefore implements prior correction using a response-level surprisal statistic rather than
direct mode-level allocation information. Within-mode response variation can consequently intro-
duce a discrepancy between the response-level correction and the idealized mode-level correction.
Explicitly modeling reasoning modes could provide more direct allocation statistics and reduce this
discrepancy.

Second, the correction acts multiplicatively on the group-relative advantage and therefore cannot
create a learning signal when that advantage vanishes. In particular, if all sampled responses receive
the same reward, prior correction alone cannot redistribute probability among them. The policy
may therefore concentrate on a subset of correct modes before their relative allocation is sufficiently
rebalanced, after which zero group-relative advantage prevents further redistribution even when the
response-level statistic remains informative.

Finally, our mode-level theory conditions on a fixed prompt, whereas the practical historical refer-
ence is estimated across prompts within the training process. This introduces cross-prompt hetero-
geneity that is not explicitly represented in the current analysis. Explicit mode modeling, additional
coverage-aware learning signals when group-relative advantage vanishes, and prompt-conditioned
historical references are promising directions for extending the framework.
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Algorithm 1 Prior-Corrected RLVR with Historical Reference
Require: Initial policy πθ0 , prompt dataset D, verifier R, rollout batch size B, group size N , train-

ing rounds T , correction parameters τ, κ, initial correction scale γ0, EMA coefficient β, variance
bounds vmin, vmax, clipping thresholds ϵlow, ϵhigh, and learning rate α.

1: Initialize historical reference statistics µ̂0 and v̄0, set v̂0 = Π[vmin,vmax](v̄0), and set γ ← γ0,
2: for t = 0, . . . , T − 1 do
3: Sample a rollout prompt batch Bt = {xi}Bi=1 ∼ D.
4: For each xi, sample Yi,g ∼ πθt(· | xi), g = 1, . . . , N , and obtain rewards ri,g = R(xi, Yi,g).
5: For each response token, compute ℓ(t)i,g,j := − log πθt(Yi,g,j | xi, Yi,g,<j), and the response

surprisal St(Yi,g) :=
∑H(Yi,g)

j=1 ℓ
(t)
i,g,j .

6: Compute the group-relative advantages

Ai,g =
ri,g −meang(ri,g)

stdg(ri,g)
.

7: Compute Ẑt(Yi,g) using the historical reference statistics (µ̂t, v̂t) according to equation 7.
8: Compute the historical-reference correction ω̂t(Yi,g) according to equation 8, and apply the

conservative correction rule in equation 9 to obtain ω̃t(Yi,g).
9: Set

APC
i,g = sg(ω̃t(Yi,g))Ai,g.

10: For each token, define the importance ratio

ϱi,g,j(θ) :=
πθ(Yi,g,j | xi, Yi,g,<j)

πθt(Yi,g,j | xi, Yi,g,<j)
.

11: For each token, define the clipped importance ratio

ϱ̄i,g,j(θ) := clip(ϱi,g,j(θ), 1− ϵlow, 1 + ϵhigh) .

12: Define the token-level clipped surrogate LPC
i,g,j(θ) := min

{
ϱi,g,j(θ)A

PC
i,g , ϱ̄i,g,j(θ)A

PC
i,g

}
.

13: Form the policy objective

J PC
t (θ) =

1

BN

B∑
i=1

N∑
g=1

1

H(Yi,g)

H(Yi,g)∑
j=1

LPC
i,g,j(θ).

14: Optimize J PC
t over the rollout batch using the configured optimizer minibatches and learn-

ing rate α to obtain θt+1.
15: Using all BN responses in the completed rollout batch, define

a
(t)
i,g :=

St(Yi,g)

H(Yi,g)
, b

(t)
i,g :=

1

H(Yi,g)

H(Yi,g)∑
j=1

(
ℓ
(t)
i,g,j

)2
.

16: Compute the rollout-batch statistics µ̃t =
1

BN

∑B
i=1

∑N
g=1 a

(t)
i,g, and

ṽt =
1

BN

B∑
i=1

N∑
g=1

b
(t)
i,g −

(∑B
i=1

∑N
g=1 a

(t)
i,g

)2
−
∑B

i=1

∑N
g=1

(
a
(t)
i,g

)2
BN(BN − 1)

.

17: Update the historical reference statistics:

µ̂t+1 = (1− β)µ̂t + βµ̃t, v̄t+1 = (1− β)v̄t + βṽt.

18: Project the variance used for response standardization: v̂t+1 = Π[vmin,vmax]

(
v̄t+1

)
.

19: Update γ from the completed rollout statistics using the EMA-based adaptive rule described
under PC-RLVR in Section C.3.

20: end for
21: return πθT .
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